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ABSTRACT
In this paper, we study the problem of using deep neural networks

(DNNs) for estimating the cardinality of similarity queries. Intu-

itively, DNNs can capture the distribution of data points, and learn

to predict the number of data points that are similar to one data

point (a similarity search) or a set of data points (a similarity join).
However, DNNs are data hungry; directly training a DNN often

results in poor performance. We propose two strategies to improve

the accuracy and reduce the size of training data: query segmenta-
tion and data segmentation. Query segmentation divides a query

into query segments, trains a neural network for each query seg-

ment, and combines their outputs with subsequent DNNs to get

the query embedding. Data segmentation groups similar data into

data segments, train a local-model for each data segment, and learn

a global-model to decide which local-models should be used for

a given query. The estimates from selected local-models will be

summed up as the nal estimate. We also extend our model to

support similarity joins, which trains a DNN to directly estimate

the cumulative sum of objects that are similar to a set of queries.

Experiments show that our methods can eciently (i.e., with small

training data) learn to estimate the cardinality of similarity search-

es/joins, and yield eective estimates (i.e., close to real cardinalities).
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1 INTRODUCTION
Similarity search, which aims at nding objects that are similar to
given object(s), is a fundamental problem in computer science and

is crucial to many applications, such as text search, image search,

product recommendation, database optimizations [26, 29, 30, 46],

network trac [12, 47], and so forth.

Similarity-aware Cardinality Estimation. Let D be a collection

of data objects, e.g., images, text, and tuples. We study two problems.
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Similarity search is to provide an estimation
�card(q, τ ,D) for the

number of objects in D whose distances to a query q are not greater

than a distance threshold τ .
Similarity join takes a set Q of search objects as input, and pro-

vides an estimation
�card(Q, τ ,D) for the total number of pairs (q,p)

whose distance between q ∈ Q and p ∈ D is not greater than τ .

Learned Cardinality Estimation. Essentially, cardinality estima-

tion for similarity queries is a regression problem: Given a similarity

search (a query object q and a threshold τ over a dataset D), the
problem is to estimate the cardinality of this input.

A straightforward solution is to train a DNN to learn a function

F (xq , xτ , xD ), as shown in Figure 1(A), where xq is the feature

vector of query q, xτ is a one-dimensional vector of threshold τ , and
xD is a k-dimensional vector that each dimension is the similarity

between q and one sample in D (k samples in total).

Recently, DL-based method has been studied to estimate the

cardinality for similarity search [53]. They utilize VAE (Variational

Autoencoders) [27] to learn the cardinality of similarity search, and

learn embeddings for dierent thresholds separately for enhancing

accuracy and guaranteeing monotonicity. However, they produce

relative large errors with few shots of training samples (e.g., hun-

dreds or thousands), with two main reasons: (1) they learn query

feature embeddings by fully connected neural networks, which is

hard to capture the data distribution of high-dimensional dataset,

and (2) they cannot fully utilize the points clustering information

(which can be obtained by unsupervised clustering) in the model.

Challenges. DL is building a system by assembling parameterized

modules to perform a task by optimizing the parameters using a

gradient-based method. As will be shown later by empirical results

in Section 6, the simple approach in Figure 1(A) gives poor esti-

mates, mainly because using one big module is hard to well capture
the distribution of distances between data and an arbitrary query.

Naturally, the main challenges for estimating the cardinality for

similarity queries are to design small modules, where each small

module captures a part of knowledge for the given task, and by

assembling these small modules it can better serve the task with

higher accuracy and less training data.

Our Methodology. We design small modules from two aspects,

smaller queries and smaller data.

[Query segmentation.] This is to divide a query q’s feature vector

xq into smaller query segments {x
(1)
q , . . . , x

(m)
q } (Figure 1(B)), and

train a module E1 to produce an embedding zq of xq . Note that,
dierent from treating xq as one feature vector, the neural network

(NN) in the rst layer of E1 treats each query segment x
(j)
q as input

separately (see Section 3.1 for more details).

[Data segmentation.] This is to group similar data together as
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(B) Query segmentation
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Figure 1: Solution Overview

non-overlapping data segments {D[1], . . . ,D[n]}, and train n local-
models, with the i-th local-model for D[i]. Each local-model has

three DNNs, E
[i]
1
, E
[i]
2

and E
[i]
3

for learning embeddings of xq , xτ

and x
[i]
D respectively, and one DNN (F [i]) to estimate the cardi-

nality on D[i] relative to query q and threshold τ (i.e., ŷ[i] =

F [i](zq ⊕ zτ ⊕ z
[i]
D )), as shown in Figure 1(C).

The overall estimated cardinality ŷ is the summation of local

estimates from all local-models, i.e., ŷ = Σni=1ŷ
[i]
.

Contributions.We summarize our contributions below.

(1) Problem Statement. We dene the problem of cardinality estima-

tion for similarity queries. (Section 2)

(2) Learned Estimation for Similarity Search.We describe our design

of an end-to-end DNN model for estimating the cardinality for

similarity search. We further present two enhancements, based on

query segmentation and data segmentation. (Section 3)

(3) Learned Estimation for Similarity Join. We extend the above

framework to support similarity join (i.e., a set of queries). The

main challenge is to eectively decide which queries should be

routed to which local-models to be evaluated. (Section 4)

(4) Implementation Details.Weprovide the details for the used DNNs,

and algorithms for selecting hyperparameters. (Section 5)

(5) Experiments. We conduct extensive experiments to show the

eectiveness and eciency of our approach. (Section 6)

2 PRELIMINARIES

Dataset. A dataset D consists of a set of data objects, with each

data object p a d-dimensional vector xp .
Let |xp | denote the length of xp , e.g., |xp | = d .
Objects (e.g., images, text, tuples) are often transformed to feature

vectors or embeddings [10] for using deep learning (DL) techniques.

Queries. The feature vector of a query q is denoted by xq . A query

set Q is a collection of query objects with the same dimensions.

Note that, the data/query objects for one dataset have the same

d-dimension. While, data/query objects for dierent datasets may

have dierent number of dimensions.

Distance Functions. The key to similarity search is the distance

function dis(xp , xq ) between two objects p and q. The smaller the

distance is, the more similar they are.

Naturally, distance functions are application-dependent. For ex-

ample, Lm-Norm [15] is typically used for datasets where values

in all dimensions are equally important. Angular distance [15] is

widely used for datasets with sparse vectors containing lots of zero

values, and Hamming distance [15] is normally used for datasets

that compare each dimension with binary result.

Error Metrics for Cardinality Estimation. The most commonly

used errors for regression problems are Mean Absolute Percentage

Error (MAPE) [40] and Q-error [28, 39], which are dened as:

MAPE(ĉard, card) = |
ĉard − card

card
|

Q -error(ĉard, card) =
max(ĉard, card)

min(ĉard, card)

where ĉard is the estimated cardinality and card is the real cardi-

nality. Note that, in practice, using MAPE as loss function makes

the model prone to underestimate the cardinality.Q-error can over-

come this drawback, but it may reduce the percentage of error when

the error is close to 1. (Ifmin(ĉard, card) = 0, we set it with a small

value, e.g., 0.1.) In summary, when MAPE exceeds 1,Q-error works

better; otherwise, MAPE works better. Therefore, we consider both

metrics when training DL models.

Given a datasetD, a distance function dis(), and a distance thresh-
old τ , we study two cardinality estimation problems.

Problem 1: Cardinality estimation for similarity search (i.e., a
query q). Let card(q, τ ,D) be the number of data objects in D
whose distances to q are no greater than τ , i.e., card(q, τ ,D) =
Σp∈Ddis(xq , xp ) ≤ τ . The problem is to provide an estimate�card(q, τ ,D).

Problem 2: Cardinality estimation for similarity join (i.e., a query
set Q). Let card(Q, τ ,D) be the number of all pairs of objects (q,p)
where q ∈ Q , p ∈ D and dis(xq , xp ) ≤ τ . The problem is to provide

an estimate
�card(Q, τ ,D).

Because dataset D is always clear from the context, we will write�card(q, τ ) and �card(Q, τ ) when it is clear.

There are three desired properties for cardinality estimation:

accuracy, eciency and monotonicity.

(1) Accuracy measures the “goodness” of the estimated number,

comparing with its real number.

(2) Eciency is naturally desired for cardinality estimators.

(3)Monotonicity with threshold guarantee ensures that for any search



Variable Notation Description
xq : a query vector x (i )q the i-th query segment

D : a dataset D [i ] the i-th data segment

Qbatch: a training batch Q {i }batch the i-th training sample

Q : a set of queries Q 〈i〉 the i-th query object

Table 1: Notations using Superscripts

Algorithm 1: Training the Basic DL Model

Input: Qtrain: a set of triples (q, τ , card), and dataset D
Output: Return the trained model
for number of training iterations do1

for N < number of batches do2

Qbatch, Dsample ← get-minibatch (Qtrain, N , D);3

ĉard← model.forward_propagate (Qbatch, Dsample);4

loss ← | e
ĉard−card
card | + λ · max (e ĉard ,card)

min(e ĉard ,card)
;

5

model.backward_propagate (loss );6

return model;7

object, the estimate for a bigger threshold is no less than the esti-

mate for a smaller threshold.

Moreover, we summarize notations using superscripts in Table 1.

3 LEARNED CARDINALITY ESTIMATION
FOR SIMILARITY SEARCH

3.1 A Basic DL Model for Similarity Search

Feature Vectors. The basic way of using a DNN is to convert the

input (q, τ ,D) to their feature vectors (xq , xτ , xD ) and concatenate

them to one feature vector as the input x (i.e., x = xq ⊕ xτ ⊕ xD )
of a DNN F , as shown in Figure 1(A).

The query feature vector xq has d-dimensions, where d is ap-

plication dependent. For example, if q is a greyscale image (i.e., 1

channel) with 28 ∗ 28 pixels, then xq is a 28 ∗ 28 = 784 dimensional

vector; if q is tuple with d numeric attributes, then q itself is a vector
xq ; if q is categorical value, then xq could be its 1-hot encoding

where d is the number of distinct categories. Of course, xq could

be distributed representations (for example, q is a word and xq its

word embedding).

The distance feature vector xτ is just a one-dimensional vector

for the distance threshold τ .
The data feature vector xD has k-dimensions, where each di-

mension is the distance between a data sample to query q, and we

use k data samples instead of the entire dataset D.
By concatenating them together, the input xq ⊕ xτ ⊕ xD in

Figure 1(A) is a (d + 1 + k)-dimensional vector.

Learning Embeddings for Feature Vectors. Instead of directly

concatenating feature vectors xq ⊕ xτ ⊕ xD as described above,

we propose to use three neural networks (NNs), E1, E2 and E3,
to learn the embeddings of xq , xτ and xD , which will result in

their corresponding embeddings zq , zτ and zD , i.e., zq = E1(xq ),
zτ = E2(xτ ) and zD = E3(xD ), as shown in Figure 2. The three

embeddings are then concatenated as one vector zq ⊕zτ ⊕zD to the

network F , which will be trained to estimate ŷ that is
�card(q, τ ,D).

Loss Function. As our model aims at solving a regression prob-

lem, the loss function should make the output (i.e., the estimated

cardinality) close to the true cardinality. There are two challenges:
(1) The cardinalities vary from zero to millions, thus it’s hard to t

them all. (2) Either MAPE or Q-error has its limitations. If we use

MAPE as loss, the model is prone to underestimate cardinalities; if

we use Q-error as loss, it will ignore errors when it is small.

For challenge (1), we regress the logarithm instead of the true

cardinality. For challenge (2), we adopt a hybrid loss function which

combines MAPE and Q-error. The loss function is formulated as:

J(θ ) = |
e ĉard − card

card
| + λ ·

max(e ĉard, card)

min(e ĉard, card)
where ĉard is the estimated cardinality, card is the true cardinality,

and λ is a tunable weight (i.e., a hyperparameter).

Model Training (Algorithm 1). Each training item contains

a query q, its corresponding threshold τ , and its true cardinal-

ity card. For each epoch (lines 1–6), and each batch (lines 2–6),

it rst gets a mini-batch and k data samples (line 3), performs

forward-propagation to compute the estimate (line 4), calculates the

loss (line 5), and then runs backward-propagation using gradient-

descent to update the model parameters (line 6).

3.2 Query Segmentation
As will be shown in Section 6, directly applying a DNN on the

entire query feature vector xq often produces poor estimates, espe-

cially when the query and data objects have high dimensions. One

promising direction is to divide xq into multiple lower dimensional

vectors, and learn the embedding zq of xq from these lower dimen-

sional vectors, with the intuition that it is easier to estimate the

distances between lower than higher dimensional vectors.

The key question is:Whether the distance between two high di-
mensional vectors can be computed from their divided low dimensional
vectors? Next let’s illustrate with an example.

Example 1. Let u be a vector with segments u(1) and u(2), where
u = u(1) ⊕ u(2), |u | = d , and |u(1) | = |u(2) | = d/2. Let V =

{v1,v2,v3,v4} be a set of four vectors, with each vi ∈ V with dimen-
sion |vi | = |u |, and is divided into two vectors |v

(1)

i | = |v
(2)

i | = d/2
(i = [1, 4]). The L1-norm distances between u and vi ranges from 0.1
to 0.6, as shown in Figure 4.

We can rst learn a function f () using a DNN to output which
segments have distance 0.1. For example, f (u(1), 0.1) = 0101 indicates
that the distance between u(1) and v

(1)

2
or v(4)

2
is 0.1. Afterwards,

we can merge the distribution (which is a binary indicator in this
example) of the two query segments by conducting a learned function
д() (which is a bitand operation here), and we can generate the density
at each distance threshold for the nal distribution. For example, we
have д(u, 0.3) = f (u(1), 0.1)&f (u(2), 0.2) + f (u(1), 0.2)&f (u(2), 0.1)

because if L1-norm distance of u(1) and v(1)
1

is 0.1 and distance of u(2)

and v(2)
1

is 0.2, then distance of u and v1 is 0.1 + 0.2 = 0.3.

Example 1 shows that we can estimate on query segments, and

then combine them to get the overall estimate, for discrete distances.

Learning Continuous Distribution Functions.Next we discuss
how to support a continuous distance threshold τ .

Consider a query vector xq , which is segmented to x
(1)
q and

x
(2)
q . Let f () be the distance-aware data distribution function of
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<latexit sha1_base64="wGh8DKzALvw6i5sqL43X8oE5hnQ=">AAAB6nicbZC7SgNBFIbPxluMt2hKm8EgWEjYFUHtFrSwjGgukCxhdjKbDJmdXWZmhbiksbexUMTWJ7IQfAOfwcrZJIUm/jDw8f/nMOccP+ZMadv+tHILi0vLK/nVwtr6xuZWcXunrqJEElojEY9k08eKciZoTTPNaTOWFIc+pw1/cJ7ljVsqFYvEjR7G1AtxT7CAEayNdX3XuegUy3bFHgvNgzOFslv6+L7/Gh1WO8X3djciSUiFJhwr1XLsWHsplpoRTkeFdqJojMkA92jLoMAhVV46HnWE9o3TRUEkzRMajd3fHSkOlRqGvqkMse6r2Swz/8taiQ5OvZSJONFUkMlHQcKRjlC2N+oySYnmQwOYSGZmRaSPJSbaXKdgjuDMrjwP9aOKc1w5u3LKrgsT5WEX9uAAHDgBFy6hCjUg0IMHeIJni1uP1ov1OinNWdOeEvyR9fYD2DKR8g==</latexit>

ŷ

<latexit sha1_base64="vqPKqr2u9oFXXheAJyEit85ekKo=">AAAB7nicbZDLSgMxFIYz9VbrrepKXBgsgqsyI4K6G3DjsoK9QDuUTJppQzPJkJwRhqFr125cKOLW5+nO5/AFTC8Lbf0h8PH/55BzTpgIbsB1v5zCyura+kZxs7S1vbO7V94/aBiVasrqVAmlWyExTHDJ6sBBsFaiGYlDwZrh8HaSNx+ZNlzJB8gSFsSkL3nEKQFrNTsDAnk26pYrbtWdCi+DN4eKf/TUVeOT71q3PO70FE1jJoEKYkzbcxMIcqKBU8FGpU5qWELokPRZ26IkMTNBPh13hM+s08OR0vZJwFP3d0dOYmOyOLSVMYGBWcwm5n9ZO4XoOsi5TFJgks4+ilKBQeHJ7rjHNaMgMguEam5nxXRANKFgL1SyR/AWV16GxkXVu6ze3HsV30czFdExOkXnyENXyEd3qIbqiKIhekav6M1JnBfn3fmYlRacec8h+iPn8wd/YZNj</latexit>

Figure 2: Improving Fig. 1(A) by Learning Embeddings
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e1

<latexit sha1_base64="DE+3+YvmwIRxhTyCFxUSFHN/u9I=">AAAB6nicbZC7SgNBFIbPeo3xlmglaQaDYBV2RVDBImBjmaC5QLKE2clJMmR2dpmZFcKSR7CxUMTW57Gw06dxcik08YeBj/8/hznnBLHg2rjul7Oyura+sZnZym7v7O7t5/IHdR0limGNRSJSzYBqFFxizXAjsBkrpGEgsBEMbyZ54wGV5pG8N6MY/ZD2Je9xRo217rDjdXJFt+RORZbBm0OxnG8XvqtHH5VO7rPdjVgSojRMUK1bnhsbP6XKcCZwnG0nGmPKhrSPLYuShqj9dDrqmJxYp0t6kbJPGjJ1f3ekNNR6FAa2MqRmoBeziflf1kpM79JPuYwTg5LNPuolgpiITPYmXa6QGTGyQJnidlbCBlRRZux1svYI3uLKy1A/K3nnpauqVyxfw0wZKMAxnIIHF1CGW6hADRj04RGe4cURzpPz6rzNSlecec8h/JHz/gPEFpBq</latexit>
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<latexit sha1_base64="DE+3+YvmwIRxhTyCFxUSFHN/u9I=">AAAB6nicbZC7SgNBFIbPeo3xlmglaQaDYBV2RVDBImBjmaC5QLKE2clJMmR2dpmZFcKSR7CxUMTW57Gw06dxcik08YeBj/8/hznnBLHg2rjul7Oyura+sZnZym7v7O7t5/IHdR0limGNRSJSzYBqFFxizXAjsBkrpGEgsBEMbyZ54wGV5pG8N6MY/ZD2Je9xRo217rDjdXJFt+RORZbBm0OxnG8XvqtHH5VO7rPdjVgSojRMUK1bnhsbP6XKcCZwnG0nGmPKhrSPLYuShqj9dDrqmJxYp0t6kbJPGjJ1f3ekNNR6FAa2MqRmoBeziflf1kpM79JPuYwTg5LNPuolgpiITPYmXa6QGTGyQJnidlbCBlRRZux1svYI3uLKy1A/K3nnpauqVyxfw0wZKMAxnIIHF1CGW6hADRj04RGe4cURzpPz6rzNSlecec8h/JHz/gPEFpBq</latexit>

e2

<latexit sha1_base64="O5j3mUtm/2mzVcRshtUBZlNqkds=">AAAB6nicbZDJSgNBEIZr4hbjluhJcmkMgqcwEwQVPAS8eEzQLJAMoadTkzTpWejuEcKQR/DiQRGvPo8Hb/o0dpaDJv7Q8PH/VXRVebHgStv2l5VZW9/Y3Mpu53Z29/YP8oXDpooSybDBIhHJtkcVCh5iQ3MtsB1LpIEnsOWNbqZ56wGl4lF4r8cxugEdhNznjGpj3WGv0suX7LI9E1kFZwGlaqFb/K4ff9R6+c9uP2JJgKFmgirVcexYuymVmjOBk1w3URhTNqID7BgMaYDKTWejTsipcfrEj6R5oSYz93dHSgOlxoFnKgOqh2o5m5r/ZZ1E+5duysM40Riy+Ud+IoiOyHRv0ucSmRZjA5RJbmYlbEglZdpcJ2eO4CyvvArNStk5L1/VnVL1GubKQhFO4AwcuIAq3EINGsBgAI/wDC+WsJ6sV+ttXpqxFj1H8EfW+w/FmpBr</latexit>

e2

<latexit sha1_base64="O5j3mUtm/2mzVcRshtUBZlNqkds=">AAAB6nicbZDJSgNBEIZr4hbjluhJcmkMgqcwEwQVPAS8eEzQLJAMoadTkzTpWejuEcKQR/DiQRGvPo8Hb/o0dpaDJv7Q8PH/VXRVebHgStv2l5VZW9/Y3Mpu53Z29/YP8oXDpooSybDBIhHJtkcVCh5iQ3MtsB1LpIEnsOWNbqZ56wGl4lF4r8cxugEdhNznjGpj3WGv0suX7LI9E1kFZwGlaqFb/K4ff9R6+c9uP2JJgKFmgirVcexYuymVmjOBk1w3URhTNqID7BgMaYDKTWejTsipcfrEj6R5oSYz93dHSgOlxoFnKgOqh2o5m5r/ZZ1E+5duysM40Riy+Ud+IoiOyHRv0ucSmRZjA5RJbmYlbEglZdpcJ2eO4CyvvArNStk5L1/VnVL1GubKQhFO4AwcuIAq3EINGsBgAI/wDC+WsJ6sV+ttXpqxFj1H8EfW+w/FmpBr</latexit>
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<latexit sha1_base64="B+Ifa8k2lDPWI+eWTSyt67yYfcY=">AAAB6nicbZC7SgNBFIbPeo3xlmglaQaDYBV2RVDBImBjmaC5QLKE2clJMmR2dpmZFcKSR7CxUMTW57Gw06dxcik08YeBj/8/hznnBLHg2rjul7Oyura+sZnZym7v7O7t5/IHdR0limGNRSJSzYBqFFxizXAjsBkrpGEgsBEMbyZ54wGV5pG8N6MY/ZD2Je9xRo217rAjOrmiW3KnIsvgzaFYzrcL39Wjj0on99nuRiwJURomqNYtz42Nn1JlOBM4zrYTjTFlQ9rHlkVJQ9R+Oh11TE6s0yW9SNknDZm6vztSGmo9CgNbGVIz0IvZxPwvayWmd+mnXMaJQclmH/USQUxEJnuTLlfIjBhZoExxOythA6ooM/Y6WXsEb3HlZaiflbzz0lXVK5avYaYMFOAYTsGDCyjDLVSgBgz68AjP8OII58l5dd5mpSvOvOcQ/sh5/wEdkZCl</latexit>

zq

<latexit sha1_base64="Dpfa8Rt4320sQ6vJ3hbbEoP67Xg=">AAAB6nicbZDLSgMxFIbP1Futt6pLN8EiuCozIqjgoiCIG6FSe4F2KJk0bUMzmTE5I9Shj+DGhSJufSJ3PoWvYHpZaPWHwMf/n0POOUEshUHX/XQyC4tLyyvZ1dza+sbmVn57p2aiRDNeZZGMdCOghkuheBUFSt6INadhIHk9GFyM8/o910ZE6haHMfdD2lOiKxhFa1Ue2nftfMEtuhORv+DNoFAi15WvgX9Zbuc/Wp2IJSFXyCQ1pum5Mfop1SiY5KNcKzE8pmxAe7xpUdGQGz+djDoiB9bpkG6k7VNIJu7PjpSGxgzDwFaGFPtmPhub/2XNBLunfipUnCBXbPpRN5EEIzLem3SE5gzl0AJlWthZCetTTRna6+TsEbz5lf9C7ajoHRfPbrxC6RymysIe7MMheHACJbiCMlSBQQ8e4RleHOk8Oa/O27Q048x6duGXnPdvdWiQ4g==</latexit>

Figure 3: Query Segmentation (Revise E1 in Figure 2)
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Figure 4: From Query Segment Density Distributions to
Query Density Distribution for Discrete Distances

segments and д() be the function for merging the segments distri-

butions. If x
(1)
q and x

(2)
q are independent, then we have: д(xq , τ ) =∫ τ

0
operation(f (x

(1)
q , τ − t), f (x

(2)
q , t))dt .

The reason we learn the query segment distribution by f () and
merge f () by another function д() is that segments are not inde-

pendent, simply multiply the density of each segment would loss a

lot of information (e.g.,

∫ τ
0
density(x

(1)
q , τ − t) · density(x

(2)
q , t)dt ).

Hence, we need to learn two functions, f () for segment-level

distribution and д() for combining the distributions from dierent

segments. Both f () and д() are DNNs (or multi-layer NNs) because

DNNs can learn functions by tting training data and oer fast

evaluation. The output is a latent vector zq , the embedding of xq .

Query Segmentation. The feature vector xq of a query q can be

divided into n equal-length segments as {x
(1)
q , x

(2)
q . . . , x

(n)
q }. The

size of each segment x
(i)
q is |x

(i)
q | = d

d
n e, where d is the length of x .

Given the query segments {x
(1)
q , x

(2)
q . . . , x

(n)
q } of xq , we unfold

the module E1 in Figure 2, as shown in Figure 3. In Figure 2, E1
takes xq as input and produces a latent vector zq ; in Figure 3, it

takes query segments {x
(1)
q , x

(2)
q . . . , x

(n)
q } as input and produces a

(possibly dierent) latent vector zq .
More specically, it has l layers, e1–el . The rst layer e1 learns

the density distribution of each segment x
(i)
q (i.e., the function f () in

Figure 4) and the layers e2–el learn to merge segments recursively

(i.e., the function д() in Figure 4).

Note that, l is a hyperparameter. All ei ’s in the same layer are

identical, i.e., they share the same weight matrixW , bias matrix B,
and activation function (e.g., ReLU).

Supporting Other Distance Functions.Most distance functions

used for similarity search on feature vectors can be computed from

their corresponding distances on query segments. Next, we will

discuss some basic distance functions, including Euclidean distance

(L2 distance), Manhattan distance (L1 distance), Cosine distance,
Angular distance and Hamming distance, between vectors u and v .

Lm Distance. The Lm distance can be written as:

disLm (u , v) =
m

√√√√ d∑
j=1
(u[j] − v[j])m

= m

√√√√√ n∑
i=1

|u (i ) |·i∑
j=|u (i ) |·(i−1)

(u[j] − v[j])m = m

√√ n∑
i=1
(disLm (u (i ), v (i )))m

Therefore, the Lm distance can be rewritten as the summation

of Lm distances on query segments.

Cosine Distance. The cosine distance is the cosine of the angle be-
tween two vectors, and it is closely related to Euclidean distance.

Assume the input vectors have been normalized, then the normal-

ized cosine distance can be computed as:

discos(u , v) = 1 −
u · v
|u | · |v |

= |u | · |v | − u · v

=
u2 + v2 − 2uv

2

=
disL2 (u , v)

2

Therefore, If |u | = 1 and |v | = 1, the cosine distance equals

to euclidean distance, and can be expressed as the summation of

euclidean distances of query segments.

Angular Distance. Angular distance is the angle of the cosine dis-
tance, and can be expressed as the summation of cosine distances

of segments:

disangular(u , v) =
arccos discos(u , v)

π
The angular distance is more usable than cosine distance because

its value is always between 0 and 1.

Hamming Distance. The hamming distance is calculated by the

number of unmatched tokens in corresponding position of two

vectors (or strings) which can be formulated as:

disham(u , v) =
d∑
j=1

equal(u[j], v[j])

=

n∑
i=1

|u (i ) |·i∑
j=|u (i ) |·(i−1)

equal(u[j], v[j]) =
n∑
i=1

disham(u (i ), v (i ))

Here,u[j] denotes the j-th element of vectoru. Hence, Hamming

distance can also be expressed as the summation of distance of

query segments.

Moreover, Jaccard distance on nite sets can be transformed

to an equivalent Hamming distance on binary sets. Consider a
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<latexit sha1_base64="8eY5+yTFx0huaSuZTWBReOgfBwc=">AAAB6nicbZDLSgMxFIbP1Futt6pLN8EiuCozIqjgoiCIG6FSe4F2KJk0bUMzmTE5I5ahj+DGhSJufSJ3PoWvYHpZaPWHwMf/n0POOUEshUHX/XQyC4tLyyvZ1dza+sbmVn57p2aiRDNeZZGMdCOghkuheBUFSt6INadhIHk9GFyM8/o910ZE6haHMfdD2lOiKxhFa1Ue2nftfMEtuhORv+DNoFAi15WvgX9Zbuc/Wp2IJSFXyCQ1pum5Mfop1SiY5KNcKzE8pmxAe7xpUdGQGz+djDoiB9bpkG6k7VNIJu7PjpSGxgzDwFaGFPtmPhub/2XNBLunfipUnCBXbPpRN5EEIzLem3SE5gzl0AJlWthZCetTTRna6+TsEbz5lf9C7ajoHRfPbrxC6RymysIe7MMheHACJbiCMlSBQQ8e4RleHOk8Oa/O27Q048x6duGXnPdvclyQ4A==</latexit>

x
(1)
q

<latexit sha1_base64="u51H8vzCg3hUvE/NLsSizNO4RwM=">AAAB8HicbZDLSgMxFIbP1Futt1GXuhgsQt2UGRFUdFFw47KivUg7lkyatqFJZkwyYhn6FG5cKOLWZ/Ap3PkC4mOYXhba+kPg4//PIeecIGJUadf9tFIzs3PzC+nFzNLyyuqavb5RVmEsMSnhkIWyGiBFGBWkpKlmpBpJgnjASCXong3yyh2RiobiSvci4nPUFrRFMdLGur5v3N4kOW+v37Czbt4dypkGbwzZwvbX+/fliV1s2B/1ZohjToTGDClV89xI+wmSmmJG+pl6rEiEcBe1Sc2gQJwoPxkO3Hd2jdN0WqE0T2hn6P7uSBBXqscDU8mR7qjJbGD+l9Vi3TryEyqiWBOBRx+1Yubo0Bls7zSpJFizngGEJTWzOriDJMLa3ChjjuBNrjwN5f28d5A/vvCyhVMYKQ1bsAM58OAQCnAORSgBBg4P8ATPlrQerRfrdVSassY9m/BH1tsP3/CTew==</latexit>

x
(m)
q

<latexit sha1_base64="fPuabPnevx6zeXiaQZkxQKygtq4=">AAAB8HicbZDLSgMxFIbP1Futt1GXuhgsQt2UGRFUdFFw47KivUg7lkyatqFJZkwyYhn6FG5cKOLWZ/Ap3PkC4mOYXhba+kPg4//PIeecIGJUadf9tFIzs3PzC+nFzNLyyuqavb5RVmEsMSnhkIWyGiBFGBWkpKlmpBpJgnjASCXong3yyh2RiobiSvci4nPUFrRFMdLGur5v3N4kOb7Xb9hZN+8O5UyDN4ZsYfvr/fvyxC427I96M8QxJ0JjhpSqeW6k/QRJTTEj/Uw9ViRCuIvapGZQIE6UnwwH7ju7xmk6rVCaJ7QzdH93JIgr1eOBqeRId9RkNjD/y2qxbh35CRVRrInAo49aMXN06Ay2d5pUEqxZzwDCkppZHdxBEmFtbpQxR/AmV56G8n7eO8gfX3jZwimMlIYt2IEceHAIBTiHIpQAA4cHeIJnS1qP1ov1OipNWeOeTfgj6+0HO2eTtw==</latexit>

x⌧

<latexit sha1_base64="r48r7VgEyHJW7jCCzyVQHRuT9Ro=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDwYvHCvYD2lA22027dpMNuxOxhP4HLx4U8er/8ea/cdvmoK0PBh7vzTAzL0ikMOi6305hZXVtfaO4Wdra3tndK+8fNI1KNeMNpqTS7YAaLkXMGyhQ8naiOY0CyVvB6Gbqtx65NkLF9zhOuB/RQSxCwShaqfnU6yJNe+WKW3VnIMvEy0kFctR75a9uX7E04jEySY3peG6CfkY1Cib5pNRNDU8oG9EB71ga04gbP5tdOyEnVumTUGlbMZKZ+nsio5Ex4yiwnRHFoVn0puJ/XifF8NLPRJykyGM2XxSmkqAi09dJX2jOUI4toUwLeythQ6opQxtQyYbgLb68TJpnVe+8enV3Xqld53EU4QiO4RQ8uIAa3EIdGsDgAZ7hFd4c5bw4787HvLXg5DOH8AfO5w+21I85</latexit>

xC

<latexit sha1_base64="xDjRPyMDretjGTf7TpJTtHHsxTc=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKQAUPgVw8RjQPSJYwO+lNhszOLjOzYgj5BC8eFPHqF3nzb5wke9DEgoaiqpvuriARXBvX/XZya+sbm1v57cLO7t7+QfHwqKnjVDFssFjEqh1QjYJLbBhuBLYThTQKBLaCUW3mtx5RaR7LBzNO0I/oQPKQM2qsdP/Uq/WKJbfszkFWiZeREmSo94pf3X7M0gilYYJq3fHcxPgTqgxnAqeFbqoxoWxEB9ixVNIItT+ZnzolZ1bpkzBWtqQhc/X3xIRGWo+jwHZG1Az1sjcT//M6qQmv/AmXSWpQssWiMBXExGT2N+lzhcyIsSWUKW5vJWxIFWXGplOwIXjLL6+S5kXZq5Sv7yql6k0WRx5O4BTOwYNLqMIt1KEBDAbwDK/w5gjnxXl3PhatOSebOYY/cD5/ACkKjbg=</latexit>

E4

<latexit sha1_base64="RQ6H4QRWorIJo6pX5G+g5Gy/Zu8=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokUVPBQEMFjRfsBbSib7aRdutmE3Y1QQn+CFw+KePUXefPfuG1z0NYHA4/3ZpiZFySCa+O6387K6tr6xmZhq7i9s7u3Xzo4bOo4VQwbLBaxagdUo+ASG4Ybge1EIY0Cga1gdDP1W0+oNI/loxkn6Ed0IHnIGTVWerjtVXulsltxZyDLxMtJGXLUe6Wvbj9maYTSMEG17nhuYvyMKsOZwEmxm2pMKBvRAXYslTRC7WezUyfk1Cp9EsbKljRkpv6eyGik9TgKbGdEzVAvelPxP6+TmvDSz7hMUoOSzReFqSAmJtO/SZ8rZEaMLaFMcXsrYUOqKDM2naINwVt8eZk0zytetXJ1Xy3XrvM4CnAMJ3AGHlxADe6gDg1gMIBneIU3RzgvzrvzMW9dcfKZI/gD5/MHxI2Ndg==</latexit>

E5

<latexit sha1_base64="ba00HcqDMwGJ7JUkr6t9yEtd5rw=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKRAUPARE8RjQPSJYwO+kkQ2Znl5lZISz5BC8eFPHqF3nzb5wke9DEgoaiqpvuriAWXBvX/XZyK6tr6xv5zcLW9s7uXnH/oKGjRDGss0hEqhVQjYJLrBtuBLZihTQMBDaD0c3Ubz6h0jySj2Ycox/SgeR9zqix0sNt97xbLLlldwayTLyMlCBDrVv86vQiloQoDRNU67bnxsZPqTKcCZwUOonGmLIRHWDbUklD1H46O3VCTqzSI/1I2ZKGzNTfEykNtR6Hge0MqRnqRW8q/ue1E9O/9FMu48SgZPNF/UQQE5Hp36THFTIjxpZQpri9lbAhVZQZm07BhuAtvrxMGmdlr1K+uq+UqtdZHHk4gmM4BQ8uoAp3UIM6MBjAM7zCmyOcF+fd+Zi35pxs5hD+wPn8AcYRjXc=</latexit>

E6

<latexit sha1_base64="Owq2aZxfDSjP1Jw6T1t2G5VUIFQ=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexK8AEeAiJ4jGgekCxhdtJJhszOLjOzQljyCV48KOLVL/Lm3zhJ9qCJBQ1FVTfdXUEsuDau++3kVlbX1jfym4Wt7Z3dveL+QUNHiWJYZ5GIVCugGgWXWDfcCGzFCmkYCGwGo5up33xCpXkkH804Rj+kA8n7nFFjpYfb7nm3WHLL7gxkmXgZKUGGWrf41elFLAlRGiao1m3PjY2fUmU4EzgpdBKNMWUjOsC2pZKGqP10duqEnFilR/qRsiUNmam/J1Iaaj0OA9sZUjPUi95U/M9rJ6Z/6adcxolByeaL+okgJiLTv0mPK2RGjC2hTHF7K2FDqigzNp2CDcFbfHmZNM7KXqV8dV8pVa+zOPJwBMdwCh5cQBXuoAZ1YDCAZ3iFN0c4L8678zFvzTnZzCH8gfP5A8eVjXg=</latexit>

zq

<latexit sha1_base64="q3bUrfRormba6QYWSdRO0TYbPb4=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKQAUPAS8eI5oHJCHMTnqTIbOz68ysEJd8ghcPinj1i7z5N06SPWhiQUNR1U13lx8Lro3rfju5ldW19Y38ZmFre2d3r7h/0NBRohjWWSQi1fKpRsEl1g03AluxQhr6Apv+6HrqNx9RaR7JezOOsRvSgeQBZ9RY6e6p99ArltyyOwNZJl5GSpCh1it+dfoRS0KUhgmqddtzY9NNqTKcCZwUOonGmLIRHWDbUklD1N10duqEnFilT4JI2ZKGzNTfEykNtR6Hvu0MqRnqRW8q/ue1ExNcdFMu48SgZPNFQSKIicj0b9LnCpkRY0soU9zeStiQKsqMTadgQ/AWX14mjbOyVylf3lZK1assjjwcwTGcggfnUIUbqEEdGAzgGV7hzRHOi/PufMxbc042cwh/4Hz+AHHOjeg=</latexit>

z⌧

<latexit sha1_base64="5OZIXSXBk+wcDxCKC6aTdNVCMMM=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDwYvHCvYD2lA22027drMJuxOhhv4HLx4U8er/8ea/cdvmoK0PBh7vzTAzL0ikMOi6305hZXVtfaO4Wdra3tndK+8fNE2casYbLJaxbgfUcCkUb6BAyduJ5jQKJG8Fo5up33rk2ohY3eM44X5EB0qEglG0UvOp10Wa9soVt+rOQJaJl5MK5Kj3yl/dfszSiCtkkhrT8dwE/YxqFEzySambGp5QNqID3rFU0YgbP5tdOyEnVumTMNa2FJKZ+nsio5Ex4yiwnRHFoVn0puJ/XifF8NLPhEpS5IrNF4WpJBiT6eukLzRnKMeWUKaFvZWwIdWUoQ2oZEPwFl9eJs2zqndevbo7r9Su8ziKcATHcAoeXEANbqEODWDwAM/wCm9O7Lw4787HvLXg5DOH8AfO5w+55o87</latexit>

zC

<latexit sha1_base64="8nJvCaa4pGDAY7kr316P9cu8Lu4=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKQAUPgVw8RjQPSJYwO+lNhszOLjOzQgz5BC8eFPHqF3nzb5wke9DEgoaiqpvuriARXBvX/XZya+sbm1v57cLO7t7+QfHwqKnjVDFssFjEqh1QjYJLbBhuBLYThTQKBLaCUW3mtx5RaR7LBzNO0I/oQPKQM2qsdP/Uq/WKJbfszkFWiZeREmSo94pf3X7M0gilYYJq3fHcxPgTqgxnAqeFbqoxoWxEB9ixVNIItT+ZnzolZ1bpkzBWtqQhc/X3xIRGWo+jwHZG1Az1sjcT//M6qQmv/AmXSWpQssWiMBXExGT2N+lzhcyIsSWUKW5vJWxIFWXGplOwIXjLL6+S5kXZq5Sv7yql6k0WRx5O4BTOwYNLqMIt1KEBDAbwDK/w5gjnxXl3PhatOSebOYY/cD5/ACwWjbo=</latexit>

I [n]

<latexit sha1_base64="kAWl1E5UesK7KR2UtEjBATnsZk0=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDwYveKtgPaGPZbDft0s0m7E6EEvojvHhQxKu/x5v/xm2bg7Y+GHi8N8PMvCCRwqDrfjuFldW19Y3iZmlre2d3r7x/0DRxqhlvsFjGuh1Qw6VQvIECJW8nmtMokLwVjG6mfuuJayNi9YDjhPsRHSgRCkbRSq27x6yj/EmvXHGr7gxkmXg5qUCOeq/81e3HLI24QiapMR3PTdDPqEbBJJ+UuqnhCWUjOuAdSxWNuPGz2bkTcmKVPgljbUshmam/JzIaGTOOAtsZURyaRW8q/ud1Ugwv/UyoJEWu2HxRmEqCMZn+TvpCc4ZybAllWthbCRtSTRnahEo2BG/x5WXSPKt659Wr+/NK7TqPowhHcAyn4MEF1OAW6tAABiN4hld4cxLnxXl3PuatBSefOYQ/cD5/AEqCj4s=</latexit>

I [1]

<latexit sha1_base64="iRpOJlr29LjVSc5Ds/4Layhdb/M=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDwYveKtgPaGPZbCft0s0m7G6EEvojvHhQxKu/x5v/xm2bg7Y+GHi8N8PMvCARXBvX/XYKK6tr6xvFzdLW9s7uXnn/oKnjVDFssFjEqh1QjYJLbBhuBLYThTQKBLaC0c3Ubz2h0jyWD2acoB/RgeQhZ9RYqXX3mHU8f9IrV9yqOwNZJl5OKpCj3it/dfsxSyOUhgmqdcdzE+NnVBnOBE5K3VRjQtmIDrBjqaQRaj+bnTshJ1bpkzBWtqQhM/X3REYjrcdRYDsjaoZ60ZuK/3md1ISXfsZlkhqUbL4oTAUxMZn+TvpcITNibAllittbCRtSRZmxCZVsCN7iy8ukeVb1zqtX9+eV2nUeRxGO4BhOwYMLqMEt1KEBDEbwDK/w5iTOi/PufMxbC04+cwh/4Hz+AO2Fj04=</latexit>

I [i]

<latexit sha1_base64="62K7We4OkdQUWh6Q5hoHYCdXIFY=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDwYveKtgPaGPZbCft0s0m7G6EEvojvHhQxKu/x5v/xm2bg7Y+GHi8N8PMvCARXBvX/XYKK6tr6xvFzdLW9s7uXnn/oKnjVDFssFjEqh1QjYJLbBhuBLYThTQKBLaC0c3Ubz2h0jyWD2acoB/RgeQhZ9RYqXX3mHW4P+mVK27VnYEsEy8nFchR75W/uv2YpRFKwwTVuuO5ifEzqgxnAielbqoxoWxEB9ixVNIItZ/Nzp2QE6v0SRgrW9KQmfp7IqOR1uMosJ0RNUO96E3F/7xOasJLP+MySQ1KNl8UpoKYmEx/J32ukBkxtoQyxe2thA2poszYhEo2BG/x5WXSPKt659Wr+/NK7TqPowhHcAyn4MEF1OAW6tAABiN4hld4cxLnxXl3PuatBSefOYQ/cD5/AELkj4Y=</latexit>

D[i]

<latexit sha1_base64="aG+w+FkJGpqrdwbRiBoGghtrSKo=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDQQ8eK9gPaGPZbCft0s0m7G6EEvojvHhQxKu/x5v/xm2bg7Y+GHi8N8PMvCARXBvX/XYKK6tr6xvFzdLW9s7uXnn/oKnjVDFssFjEqh1QjYJLbBhuBLYThTQKBLaC0c3Ubz2h0jyWD2acoB/RgeQhZ9RYqXX7mHW4P+mVK27VnYEsEy8nFchR75W/uv2YpRFKwwTVuuO5ifEzqgxnAielbqoxoWxEB9ixVNIItZ/Nzp2QE6v0SRgrW9KQmfp7IqOR1uMosJ0RNUO96E3F/7xOasJLP+MySQ1KNl8UpoKYmEx/J32ukBkxtoQyxe2thA2poszYhEo2BG/x5WXSPKt659Wr+/NK7TqPowhHcAyn4MEF1OAO6tAABiN4hld4cxLnxXl3PuatBSefOYQ/cD5/ADsyj4E=</latexit>

E
[i]
1

<latexit sha1_base64="35p2Aw4ZC2e7kMPyMN605LoUj/4=">AAAB8HicbVBNSwMxEJ2tX7V+VT16CRbBU9mVggoeCiJ4rGA/ZLuWbJptQ5PskmSFsvRXePGgiFd/jjf/jWm7B219MPB4b4aZeWHCmTau++0UVlbX1jeKm6Wt7Z3dvfL+QUvHqSK0SWIeq06INeVM0qZhhtNOoigWIaftcHQ99dtPVGkWy3szTmgg8ECyiBFsrPRw0/MeM58Fk1654lbdGdAy8XJSgRyNXvmr249JKqg0hGOtfc9NTJBhZRjhdFLqppommIzwgPqWSiyoDrLZwRN0YpU+imJlSxo0U39PZFhoPRah7RTYDPWiNxX/8/zURBdBxmSSGirJfFGUcmRiNP0e9ZmixPCxJZgoZm9FZIgVJsZmVLIheIsvL5PWWdWrVS/vapX6VR5HEY7gGE7Bg3Oowy00oAkEBDzDK7w5ynlx3p2PeWvByWcO4Q+czx9lNpAm</latexit>

E
[i]
2

<latexit sha1_base64="J0SOcPUCVvzhmm58GqTah0+2glg=">AAAB8HicbVBNSwMxEJ31s9avqkcvwSJ4KruloIKHgggeK9gP2a4lm2bb0CS7JFmhLP0VXjwo4tWf481/Y9ruQVsfDDzem2FmXphwpo3rfjsrq2vrG5uFreL2zu7efungsKXjVBHaJDGPVSfEmnImadMww2knURSLkNN2OLqe+u0nqjSL5b0ZJzQQeCBZxAg2Vnq46VUfM58Fk16p7FbcGdAy8XJShhyNXumr249JKqg0hGOtfc9NTJBhZRjhdFLsppommIzwgPqWSiyoDrLZwRN0apU+imJlSxo0U39PZFhoPRah7RTYDPWiNxX/8/zURBdBxmSSGirJfFGUcmRiNP0e9ZmixPCxJZgoZm9FZIgVJsZmVLQheIsvL5NWteLVKpd3tXL9Ko+jAMdwAmfgwTnU4RYa0AQCAp7hFd4c5bw4787HvHXFyWeO4A+czx9mwJAn</latexit>

zq

<latexit sha1_base64="q3bUrfRormba6QYWSdRO0TYbPb4=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKQAUPAS8eI5oHJCHMTnqTIbOz68ysEJd8ghcPinj1i7z5N06SPWhiQUNR1U13lx8Lro3rfju5ldW19Y38ZmFre2d3r7h/0NBRohjWWSQi1fKpRsEl1g03AluxQhr6Apv+6HrqNx9RaR7JezOOsRvSgeQBZ9RY6e6p99ArltyyOwNZJl5GSpCh1it+dfoRS0KUhgmqddtzY9NNqTKcCZwUOonGmLIRHWDbUklD1N10duqEnFilT4JI2ZKGzNTfEykNtR6Hvu0MqRnqRW8q/ue1ExNcdFMu48SgZPNFQSKIicj0b9LnCpkRY0soU9zeStiQKsqMTadgQ/AWX14mjbOyVylf3lZK1assjjwcwTGcggfnUIUbqEEdGAzgGV7hzRHOi/PufMxbc042cwh/4Hz+AHHOjeg=</latexit>

z⌧

<latexit sha1_base64="5OZIXSXBk+wcDxCKC6aTdNVCMMM=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEUMFDwYvHCvYD2lA22027drMJuxOhhv4HLx4U8er/8ea/cdvmoK0PBh7vzTAzL0ikMOi6305hZXVtfaO4Wdra3tndK+8fNE2casYbLJaxbgfUcCkUb6BAyduJ5jQKJG8Fo5up33rk2ohY3eM44X5EB0qEglG0UvOp10Wa9soVt+rOQJaJl5MK5Kj3yl/dfszSiCtkkhrT8dwE/YxqFEzySambGp5QNqID3rFU0YgbP5tdOyEnVumTMNa2FJKZ+nsio5Ex4yiwnRHFoVn0puJ/XifF8NLPhEpS5IrNF4WpJBiT6eukLzRnKMeWUKaFvZWwIdWUoQ2oZEPwFl9eJs2zqndevbo7r9Su8ziKcATHcAoeXEANbqEODWDwAM/wCm9O7Lw4787HvLXg5DOH8AfO5w+55o87</latexit>

F [i]

<latexit sha1_base64="kuud/2n8RoyPCKAUmyIGNK6yMJA=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkoN4KgnisYD+gjWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFRy8SpZrzJYhnrTkANl0LxJgqUvJNoTqNA8nYwvpn57SeujYjVA04S7kd0qEQoGEUrtW8fs67wp/1yxa26c5BV4uWkAjka/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/m507JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbzyM6GSFLlii0VhKgnGZPY7GQjNGcqJJZRpYW8lbEQ1ZWgTKtkQvOWXV0nrourVqtf3tUq9nsdRhBM4hXPw4BLqcAcNaAKDMTzDK7w5ifPivDsfi9aCk88cwx84nz8/eo+H</latexit>

ŷ[i]

<latexit sha1_base64="BHY5x/szT1U20HELvIjvRSiP3yU=">AAAB9HicbVBNS8NAEJ3Ur1q/qh69BIvgqSRSUG8FLx4r2FZIY9lsN+3SzSbuTgoh9Hd48aCIV3+MN/+N2zYHbX0w8Hhvhpl5QSK4Rsf5tkpr6xubW+Xtys7u3v5B9fCoo+NUUdamsYjVQ0A0E1yyNnIU7CFRjESBYN1gfDPzuxOmNI/lPWYJ8yMylDzklKCR/N6IYJ5NH3OP+9N+tebUnTnsVeIWpAYFWv3qV28Q0zRiEqkgWnuuk6CfE4WcCjat9FLNEkLHZMg8QyWJmPbz+dFT+8woAzuMlSmJ9lz9PZGTSOssCkxnRHCkl72Z+J/npRhe+TmXSYpM0sWiMBU2xvYsAXvAFaMoMkMIVdzcatMRUYSiyaliQnCXX14lnYu626hf3zVqzWYRRxlO4BTOwYVLaMIttKANFJ7gGV7hzZpYL9a79bFoLVnFzDH8gfX5A2eqkoc=</latexit>

ŷ = ⌃n
i=1ŷ

[i]
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Figure 5: The Global-local Model for Similarity Search
universe set {a,b, c,d}. Let u = {a,b, c} and v = {a,b,d}. The
Jaccard distance is

2

4
= 0.5. u,v can also be represented as xu =

{1, 1, 1, 0} and xv = {1, 1, 0, 1}, the Hamming distance is also 0.5.

3.3 Data Segmentation

Data Segmentation.We want to divide D into a set of n segments

as {D[1], . . . ,D[n]}, such that data objects within a segment are

similar and across segments are dissimilar. We use a simple and

ecient segmentation method which uses Principal Component

Analysis (PCA) to reduce the dimensionality rst and then divide

data by using batch K-means [16]. Note that, we have compared

Locality Sensitive Hashing [20, 35, 58], DBSCAN, and K-means;

K-means with PCA shows the best on both accuracy and eciency.

Model Structure. After data segmentation, we will train a local-

model for each data segment D[i], as shown in Figure 1(C). More

specically, it contains a module E
[i]
1

that transforms a query vector

to its embedding (i.e., zq = E
[i]
1
(xq )), a module E

[i]
2

that transforms

the threshold to its embedding (i.e., zτ = E
[i]
2
(xτ )), a module E

[i]
3

that transforms k-dimensional distance vector from k samples in

D[i] to its embedding (i.e., z
[i]
D = E

[i]
3
(X
[i]
D )), and a module F [i]

that computes the cardinality estimate on data segment D[i] (i.e.,

ŷ[i] = F [i](zq ⊕ zτ ⊕ z
[i]
D )).

Note that, the module E1 could either be the simple model that

takes xq as input (i.e., Figure 2), or the modied module that takes

query segments as input (i.e., Figure 3). We will discuss algorithms

for selecting hyperparameters in Section 5.2.

A Global-local Framework for Selecting Local-Models. Data
segmentation improves the accuracy of the model. However, using

all local-models for estimation is costly. Intuitively, only a small

number of data segments are needed for a given low selectivity

query. Hence, we propose a global-local framework that trains a

global-model to decide which local-models should be used, in order

to improve the eciency.

The local-model for a data segment D[i] is similar to what we

have described in Figure 1(C). The minor dierence is that we re-

move the sample distance vector xD in Figure 1(C) and use xC in

Figure 5 instead. Here, the distance vector xC represents the dis-

tances between the query vector xq to all centroids data segments,

so |xC | = n where n is the total number of data segments. The

reason to remove the sample distance vector xD is because the

distance distribution in each data segment can be easily learned by

the other layers faster, under the global-local framework.

The global-model G is, given a query xq and a threshold τ , to
decide which data segments may contain data objects that are

similar to xq . In other words, the global-model is to select local-

models that may produce non-zero estimates.

Next we provide more details about how the global-local frame-

work works in Figure 5. The modules E4, E5 and E6 will learn the

embeddings zq , zτ and zC of query vector xq , distance threshold
vector xτ and distance vector to the centroids of all data segments

xC , respectively. The global-model G is trained to produce high

probabilities for the data segments that may contain data objects

similar to xq . That is, E6(zq , zτ , zC ) = {I
[1], . . . , I [n]}, where each

I [i] (i ∈ [1,n]) is the probability in (0, 1), indicating the likelihood

D[i] contains objects similar to xq . For a local-model j, if I [j] > σ

(e.g., σ = 0.5), then the local-model for D[j] will be used.

The loss function for global-model should have the features be-

low: (1) It is dierentiable. (2) The optimal solution can make the

precision and recall of segment selection optimal. (3) It is aware of

cardinality of each segment and avoid too many missing segments.

First, we hope that the global-model outputs the probability for

each segment being selected, which can be denoted as I {j }[i], for
the j-th query in a training mini-batch and the i-th data segment.

While the probability of data segment D[i] not being selected is

1−I {j }[i]. If the real labelR {j }[i] = 1 (i.e., it contains similar objects),

we should maximize log I {j }[i]; otherwise, R {j }[i] = 0, we should

maximize log(1 − I {j }[i]).
Second, in order to guarantee not to miss segments with large

cardinalities, we need to add an extra penalty. The approach is to

give each data segment a normalized weight ϵ {j }[i] based on the

cardinality of data segment i with query j. Higher cardinality has

higher weight. Hence, the model would prefer not missing large

cardinalities for maximizing the likelihood.

The model can be formulated as follows:

ϵ {j }[i ] =
card{j }[i ] −mini card{j }[i ]

maxi card{j }[i ] −mini card{j }[i ]

L(θ ) =
1

n × BS

n∑
i=1

BS∑
j=1

R{j }[i ] log(I {j }[i ])(1 + ϵ {j }[i ])+

(1 − R{j }[i ]) log(1 − I {j }[i ])

J(θ ) = −
1

n × BS

n∑
i=1

BS∑
j=1

R{j }[i ] log(I {j }[i ])(1 + ϵ {j }[i ])+

(1 − R{j }[i ]) log(1 − I {j }[i ])

wheren is the number of data segments, BS is the number of queries

in a training batch, card{j }[i] is the true cardinality of query j on

data segment i , R {j }[i] indicates whether data segment i is selected

by query j and it’s either 0 or 1, I {j }[i] is the estimated probability

between 0 and 1. Min-max normalization is applied to the cardi-

nality for adopting dierent queries, mini card{j }[i] is the minimal



Algorithm 2: Global Discriminative Model Training

Input: Qtrain is the training set, labels R indicates data segments

selected by each query.

Output: Return the convergedmodel
for number of training iterations do1

for N < number of batches do2

Qbatch, Dsample ← get-minibatch (Qtrain, N , D);3

I ← model.forward_propagate (Qbatch, Dsample);4

loss← R log(I )(1 + ϵ ) + (1 − R) log(1 − I );5

model.backward_propagate (loss );6

return model;7
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<latexit sha1_base64="agiRhtUC86mu4SwfoyO0nbvmY8U=">AAAB/XicbZDLSgMxFIbP1Futt/GycxMsgqsyIwXrruDGZQv2Ap2xZNK0Dc1khiQj1KH4Km5cKOLW93Dn25hOZ6GtBwIf/39OcvIHMWdKO863VVhb39jcKm6Xdnb39g/sw6O2ihJJaItEPJLdACvKmaAtzTSn3VhSHAacdoLJzdzvPFCpWCTu9DSmfohHgg0ZwdpIffukeZ96HIsRp6jqyQxmfbvsVJys0Cq4OZQhr0bf/vIGEUlCKjThWKme68TaT7HUjJj7Sl6iaIzJBI9oz6DAIVV+mm0/Q+dGGaBhJM0RGmXq74kUh0pNw8B0hliP1bI3F//zeoke1vyUiTjRVJDFQ8OEIx2heRRowCQlmk8NYCKZ2RWRMZaYaBNYyYTgLn95FdqXFbdauW5Wy/VaHkcRTuEMLsCFK6jDLTSgBQQe4Rle4c16sl6sd+tj0Vqw8plj+FPW5w880ZUU</latexit>

Qh3i

<latexit sha1_base64="DCI8XPwxFSJEcFXP2VkpYWojfPo=">AAAB/XicbZDLSgMxFIbPeK31Nl52boJFcFVmtGDdFdy4bMFeoDOWTJppQzOZIckIdSi+ihsXirj1Pdz5NqbTLrT1QODj/89JTv4g4Uxpx/m2VlbX1jc2C1vF7Z3dvX374LCl4lQS2iQxj2UnwIpyJmhTM81pJ5EURwGn7WB0M/XbD1QqFos7PU6oH+GBYCEjWBupZx837jOPYzHgFF16ModJzy45ZScvtAzuHEowr3rP/vL6MUkjKjThWKmu6yTaz7DUjJj7il6qaILJCA9o16DAEVV+lm8/QWdG6aMwluYIjXL190SGI6XGUWA6I6yHatGbiv953VSHVT9jIkk1FWT2UJhypGM0jQL1maRE87EBTCQzuyIyxBITbQIrmhDcxS8vQ+ui7FbK141KqVadx1GAEziFc3DhCmpwC3VoAoFHeIZXeLOerBfr3fqYta5Y85kj+FPW5w87RZUT</latexit>

Qh2i

<latexit sha1_base64="0dXJKTa4mCdPROXkz6TUQAylpn0=">AAAB/XicbZDLSgMxFIbP1Futt/GycxMsgqsyUwrWXcGNyxZsK3TGkknTNjSTGZKMUIfiq7hxoYhb38Odb2M6nYW2Hgh8/P85yckfxJwp7TjfVmFtfWNzq7hd2tnd2z+wD486KkokoW0S8UjeBVhRzgRta6Y5vYslxWHAaTeYXM/97gOVikXiVk9j6od4JNiQEayN1LdPWvepx7EYcYqqnsxg1rfLTsXJCq2Cm0MZ8mr27S9vEJEkpEITjpXquU6s/RRLzYi5r+QlisaYTPCI9gwKHFLlp9n2M3RulAEaRtIcoVGm/p5IcajUNAxMZ4j1WC17c/E/r5foYd1PmYgTTQVZPDRMONIRmkeBBkxSovnUACaSmV0RGWOJiTaBlUwI7vKXV6FTrbi1ylWrVm7U8ziKcApncAEuXEIDbqAJbSDwCM/wCm/Wk/VivVsfi9aClc8cw5+yPn8AObmVEg==</latexit>

x⌧

<latexit sha1_base64="VL2kH4e8Z2WpqFGrXgDeTwOgglk=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkYL0VvHisYFuhDWWz3bRrN5uwOxFL6H/w4kERr/4fb/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFR28SpZrzFYhnr+4AaLoXiLRQo+X2iOY0CyTvB+Hrmdx65NiJWdzhJuB/RoRKhYBSt1H7q95Cm/XLFrbpzkFXi5aQCOZr98ldvELM04gqZpMZ0PTdBP6MaBZN8WuqlhieUjemQdy1VNOLGz+bXTsmZVQYkjLUthWSu/p7IaGTMJApsZ0RxZJa9mfif100xrPuZUEmKXLHFojCVBGMye50MhOYM5cQSyrSwtxI2opoytAGVbAje8surpH1R9WrVq9tapVHP4yjCCZzCOXhwCQ24gSa0gMEDPMMrvDmx8+K8Ox+L1oKTzxzDHzifP7WgjzU=</latexit>

xC

<latexit sha1_base64="vVAZ5uRRE++EClZZvHOmAmwSkZk=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKwHgL5OIxonlAsoTZySQZMju7zPSKYcknePGgiFe/yJt/4yTZgyYWNBRV3XR3BbEUBl3328ltbG5t7+R3C3v7B4dHxeOTlokSzXiTRTLSnYAaLoXiTRQoeSfWnIaB5O1gUp/77UeujYjUA05j7od0pMRQMIpWun/q1/vFklt2FyDrxMtICTI0+sWv3iBiScgVMkmN6XpujH5KNQom+azQSwyPKZvQEe9aqmjIjZ8uTp2RC6sMyDDSthSShfp7IqWhMdMwsJ0hxbFZ9ebif143wWHVT4WKE+SKLRcNE0kwIvO/yUBozlBOLaFMC3srYWOqKUObTsGG4K2+vE5aV2WvUr65q5Rq1SyOPJzBOVyCB9dQg1toQBMYjOAZXuHNkc6L8+58LFtzTjZzCn/gfP4AJ9aNtA==</latexit>

E4

<latexit sha1_base64="eh5s2OnZcPDjB8unFE8H5gXzhx8=">AAAB6nicbVBNS8NAEJ34WetX1aOXxSJ4KokUrLeCCB4r2g9oQ9lsN+3SzSbsToQS+hO8eFDEq7/Im//GbZuDtj4YeLw3w8y8IJHCoOt+O2vrG5tb24Wd4u7e/sFh6ei4ZeJUM95ksYx1J6CGS6F4EwVK3kk0p1EgeTsY38z89hPXRsTqEScJ9yM6VCIUjKKVHm771X6p7FbcOcgq8XJShhyNfumrN4hZGnGFTFJjup6boJ9RjYJJPi32UsMTysZ0yLuWKhpx42fzU6fk3CoDEsbalkIyV39PZDQyZhIFtjOiODLL3kz8z+umGNb8TKgkRa7YYlGYSoIxmf1NBkJzhnJiCWVa2FsJG1FNGdp0ijYEb/nlVdK6rHjVyvV9tVyv5XEU4BTO4AI8uII63EEDmsBgCM/wCm+OdF6cd+dj0brm5DMn8AfO5w/DWY1y</latexit>

E5

<latexit sha1_base64="LzqNsthSdCiVAWn74yw9Q2UicMc=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKxHgLiOAxonlAsoTZSW8yZHZ2mZkVQsgnePGgiFe/yJt/4yTZgyYWNBRV3XR3BYng2rjut5NbW9/Y3MpvF3Z29/YPiodHTR2nimGDxSJW7YBqFFxiw3AjsJ0opFEgsBWMbmZ+6wmV5rF8NOME/YgOJA85o8ZKD7e9y16x5JbdOcgq8TJSggz1XvGr249ZGqE0TFCtO56bGH9CleFM4LTQTTUmlI3oADuWShqh9ifzU6fkzCp9EsbKljRkrv6emNBI63EU2M6ImqFe9mbif14nNWHVn3CZpAYlWywKU0FMTGZ/kz5XyIwYW0KZ4vZWwoZUUWZsOgUbgrf88ippXpS9Svn6vlKqVbM48nACp3AOHlxBDe6gDg1gMIBneIU3RzgvzrvzsWjNOdnMMfyB8/kDxN2Ncw==</latexit>

E6

<latexit sha1_base64="ezfBIxvhXjj2T0kqV1nZbtuMJl0=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexK0HgLiOAxonlAsoTZSW8yZHZ2mZkVQsgnePGgiFe/yJt/4yTZgyYWNBRV3XR3BYng2rjut5NbW9/Y3MpvF3Z29/YPiodHTR2nimGDxSJW7YBqFFxiw3AjsJ0opFEgsBWMbmZ+6wmV5rF8NOME/YgOJA85o8ZKD7e9y16x5JbdOcgq8TJSggz1XvGr249ZGqE0TFCtO56bGH9CleFM4LTQTTUmlI3oADuWShqh9ifzU6fkzCp9EsbKljRkrv6emNBI63EU2M6ImqFe9mbif14nNWHVn3CZpAYlWywKU0FMTGZ/kz5XyIwYW0KZ4vZWwoZUUWZsOgUbgrf88ippXpS9Svn6vlKqVbM48nACp3AOHlxBDe6gDg1gMIBneIU3RzgvzrvzsWjNOdnMMfyB8/kDxmGNdA==</latexit>

zq

<latexit sha1_base64="kVD18FNRil3XASU0eoNdSZMu1GE=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKwHgLePEY0TwgWcLsZDYZMju7zvQKMeQTvHhQxKtf5M2/cZLsQRMLGoqqbrq7gkQKg6777eTW1jc2t/LbhZ3dvf2D4uFR08SpZrzBYhnrdkANl0LxBgqUvJ1oTqNA8lYwup75rUeujYjVPY4T7kd0oEQoGEUr3T31HnrFklt25yCrxMtICTLUe8Wvbj9macQVMkmN6Xhugv6EahRM8mmhmxqeUDaiA96xVNGIG38yP3VKzqzSJ2GsbSkkc/X3xIRGxoyjwHZGFIdm2ZuJ/3mdFMOqPxEqSZErtlgUppJgTGZ/k77QnKEcW0KZFvZWwoZUU4Y2nYINwVt+eZU0L8pepXx1WynVqlkceTiBUzgHDy6hBjdQhwYwGMAzvMKbI50X5935WLTmnGzmGP7A+fwBcJqN5A==</latexit>

z⌧

<latexit sha1_base64="XSOU31joWhMVTG3LfK0HpsM05rs=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkYL0VvHisYFuhDWWz3bRrN5uwOxFq6H/w4kERr/4fb/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFR28SpZrzFYhnr+4AaLoXiLRQo+X2iOY0CyTvB+Hrmdx65NiJWdzhJuB/RoRKhYBSt1H7q95Cm/XLFrbpzkFXi5aQCOZr98ldvELM04gqZpMZ0PTdBP6MaBZN8WuqlhieUjemQdy1VNOLGz+bXTsmZVQYkjLUthWSu/p7IaGTMJApsZ0RxZJa9mfif100xrPuZUEmKXLHFojCVBGMye50MhOYM5cQSyrSwtxI2opoytAGVbAje8surpH1R9WrVq9tapVHP4yjCCZzCOXhwCQ24gSa0gMEDPMMrvDmx8+K8Ox+L1oKTzxzDHzifP7iyjzc=</latexit>

zC

<latexit sha1_base64="+mH5lcHsgtdWYje+Z1cjvY9ubvU=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKwHgL5OIxonlAsoTZySQZMju7zPQKccknePGgiFe/yJt/4yTZgyYWNBRV3XR3BbEUBl3328ltbG5t7+R3C3v7B4dHxeOTlokSzXiTRTLSnYAaLoXiTRQoeSfWnIaB5O1gUp/77UeujYjUA05j7od0pMRQMIpWun/q1/vFklt2FyDrxMtICTI0+sWv3iBiScgVMkmN6XpujH5KNQom+azQSwyPKZvQEe9aqmjIjZ8uTp2RC6sMyDDSthSShfp7IqWhMdMwsJ0hxbFZ9ebif143wWHVT4WKE+SKLRcNE0kwIvO/yUBozlBOLaFMC3srYWOqKUObTsGG4K2+vE5aV2WvUr65q5Rq1SyOPJzBOVyCB9dQg1toQBMYjOAZXuHNkc6L8+58LFtzTjZzCn/gfP4AKuKNtg==</latexit>

E
[i]
1

<latexit sha1_base64="Q0j/e6pUwDoG6P3PYiP47wrYhbQ=">AAAB8HicbVBNSwMxEJ2tX7V+VT16CRbBU9mVgvVWEMFjBfsh27Vk02wbmmSXJCuUpb/CiwdFvPpzvPlvTNs9aOuDgcd7M8zMCxPOtHHdb6ewtr6xuVXcLu3s7u0flA+P2jpOFaEtEvNYdUOsKWeStgwznHYTRbEIOe2E4+uZ33miSrNY3ptJQgOBh5JFjGBjpYebvveY+SyY9ssVt+rOgVaJl5MK5Gj2y1+9QUxSQaUhHGvte25iggwrwwin01Iv1TTBZIyH1LdUYkF1kM0PnqIzqwxQFCtb0qC5+nsiw0LriQhtp8BmpJe9mfif56cmqgcZk0lqqCSLRVHKkYnR7Hs0YIoSwyeWYKKYvRWREVaYGJtRyYbgLb+8StoXVa9WvbqrVRr1PI4inMApnIMHl9CAW2hCCwgIeIZXeHOU8+K8Ox+L1oKTzxzDHzifP2QCkCI=</latexit>

E
[i]
1

<latexit sha1_base64="Q0j/e6pUwDoG6P3PYiP47wrYhbQ=">AAAB8HicbVBNSwMxEJ2tX7V+VT16CRbBU9mVgvVWEMFjBfsh27Vk02wbmmSXJCuUpb/CiwdFvPpzvPlvTNs9aOuDgcd7M8zMCxPOtHHdb6ewtr6xuVXcLu3s7u0flA+P2jpOFaEtEvNYdUOsKWeStgwznHYTRbEIOe2E4+uZ33miSrNY3ptJQgOBh5JFjGBjpYebvveY+SyY9ssVt+rOgVaJl5MK5Gj2y1+9QUxSQaUhHGvte25iggwrwwin01Iv1TTBZIyH1LdUYkF1kM0PnqIzqwxQFCtb0qC5+nsiw0LriQhtp8BmpJe9mfif56cmqgcZk0lqqCSLRVHKkYnR7Hs0YIoSwyeWYKKYvRWREVaYGJtRyYbgLb+8StoXVa9WvbqrVRr1PI4inMApnIMHl9CAW2hCCwgIeIZXeHOU8+K8Ox+L1oKTzxzDHzifP2QCkCI=</latexit>

E
[i]
1

<latexit sha1_base64="Q0j/e6pUwDoG6P3PYiP47wrYhbQ=">AAAB8HicbVBNSwMxEJ2tX7V+VT16CRbBU9mVgvVWEMFjBfsh27Vk02wbmmSXJCuUpb/CiwdFvPpzvPlvTNs9aOuDgcd7M8zMCxPOtHHdb6ewtr6xuVXcLu3s7u0flA+P2jpOFaEtEvNYdUOsKWeStgwznHYTRbEIOe2E4+uZ33miSrNY3ptJQgOBh5JFjGBjpYebvveY+SyY9ssVt+rOgVaJl5MK5Gj2y1+9QUxSQaUhHGvte25iggwrwwin01Iv1TTBZIyH1LdUYkF1kM0PnqIzqwxQFCtb0qC5+nsiw0LriQhtp8BmpJe9mfif56cmqgcZk0lqqCSLRVHKkYnR7Hs0YIoSwyeWYKKYvRWREVaYGJtRyYbgLb+8StoXVa9WvbqrVRr1PI4inMApnIMHl9CAW2hCCwgIeIZXeHOU8+K8Ox+L1oKTzxzDHzifP2QCkCI=</latexit>

E
[i]
1

<latexit sha1_base64="Q0j/e6pUwDoG6P3PYiP47wrYhbQ=">AAAB8HicbVBNSwMxEJ2tX7V+VT16CRbBU9mVgvVWEMFjBfsh27Vk02wbmmSXJCuUpb/CiwdFvPpzvPlvTNs9aOuDgcd7M8zMCxPOtHHdb6ewtr6xuVXcLu3s7u0flA+P2jpOFaEtEvNYdUOsKWeStgwznHYTRbEIOe2E4+uZ33miSrNY3ptJQgOBh5JFjGBjpYebvveY+SyY9ssVt+rOgVaJl5MK5Gj2y1+9QUxSQaUhHGvte25iggwrwwin01Iv1TTBZIyH1LdUYkF1kM0PnqIzqwxQFCtb0qC5+nsiw0LriQhtp8BmpJe9mfif56cmqgcZk0lqqCSLRVHKkYnR7Hs0YIoSwyeWYKKYvRWREVaYGJtRyYbgLb+8StoXVa9WvbqrVRr1PI4inMApnIMHl9CAW2hCCwgIeIZXeHOU8+K8Ox+L1oKTzxzDHzifP2QCkCI=</latexit>

E
[i]
1

<latexit sha1_base64="Q0j/e6pUwDoG6P3PYiP47wrYhbQ=">AAAB8HicbVBNSwMxEJ2tX7V+VT16CRbBU9mVgvVWEMFjBfsh27Vk02wbmmSXJCuUpb/CiwdFvPpzvPlvTNs9aOuDgcd7M8zMCxPOtHHdb6ewtr6xuVXcLu3s7u0flA+P2jpOFaEtEvNYdUOsKWeStgwznHYTRbEIOe2E4+uZ33miSrNY3ptJQgOBh5JFjGBjpYebvveY+SyY9ssVt+rOgVaJl5MK5Gj2y1+9QUxSQaUhHGvte25iggwrwwin01Iv1TTBZIyH1LdUYkF1kM0PnqIzqwxQFCtb0qC5+nsiw0LriQhtp8BmpJe9mfif56cmqgcZk0lqqCSLRVHKkYnR7Hs0YIoSwyeWYKKYvRWREVaYGJtRyYbgLb+8StoXVa9WvbqrVRr1PI4inMApnIMHl9CAW2hCCwgIeIZXeHOU8+K8Ox+L1oKTzxzDHzifP2QCkCI=</latexit>

z⌧

<latexit sha1_base64="XSOU31joWhMVTG3LfK0HpsM05rs=">AAAB7XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mkYL0VvHisYFuhDWWz3bRrN5uwOxFq6H/w4kERr/4fb/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFR28SpZrzFYhnr+4AaLoXiLRQo+X2iOY0CyTvB+Hrmdx65NiJWdzhJuB/RoRKhYBSt1H7q95Cm/XLFrbpzkFXi5aQCOZr98ldvELM04gqZpMZ0PTdBP6MaBZN8WuqlhieUjemQdy1VNOLGz+bXTsmZVQYkjLUthWSu/p7IaGTMJApsZ0RxZJa9mfif100xrPuZUEmKXLHFojCVBGMye50MhOYM5cQSyrSwtxI2opoytAGVbAje8surpH1R9WrVq9tapVHP4yjCCZzCOXhwCQ24gSa0gMEDPMMrvDmx8+K8Ox+L1oKTzxzDHzifP7iyjzc=</latexit>

zQ

<latexit sha1_base64="HbOJPkKsryH8aT4u/IQ45GAbsH8=">AAAB6nicbVDLSgNBEOyNrxhfUY9eBoPgKexKwHgLePGYoHlAsoTZSScZMju7zMwKccknePGgiFe/yJt/4yTZgyYWNBRV3XR3BbHg2rjut5Pb2Nza3snvFvb2Dw6PiscnLR0limGTRSJSnYBqFFxi03AjsBMrpGEgsB1Mbud++xGV5pF8MNMY/ZCOJB9yRo2V7p/6jX6x5JbdBcg68TJSggz1fvGrN4hYEqI0TFCtu54bGz+lynAmcFboJRpjyiZ0hF1LJQ1R++ni1Bm5sMqADCNlSxqyUH9PpDTUehoGtjOkZqxXvbn4n9dNzLDqp1zGiUHJlouGiSAmIvO/yYArZEZMLaFMcXsrYWOqKDM2nYINwVt9eZ20rspepXzTqJRq1SyOPJzBOVyCB9dQgzuoQxMYjOAZXuHNEc6L8+58LFtzTjZzCn/gfP4AQBqNxA==</latexit>

F [i]

<latexit sha1_base64="adfkPlc5YHqylD1sqjgIzDxUy/Y=">AAAB7nicbVBNS8NAEJ3Ur1q/qh69LBbBU0lEsN4KgnisYD+gjWWz3bRLN5uwOxFK6I/w4kERr/4eb/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFRy8SpZrzJYhnrTkANl0LxJgqUvJNoTqNA8nYwvpn57SeujYjVA04S7kd0qEQoGEUrtW8fs67wp/1yxa26c5BV4uWkAjka/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/m507JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMaz5mVBJilyxxaIwlQRjMvudDITmDOXEEsq0sLcSNqKaMrQJlWwI3vLLq6R1UfUuq9f3l5V6LY+jCCdwCufgwRXU4Q4a0AQGY3iGV3hzEufFeXc+Fq0FJ585hj9wPn8APRKPfw==</latexit>

ŷ[i]

<latexit sha1_base64="rCC/ouPbjLh2+VhTyNjh0gvDaYA=">AAAB9HicbVBNS8NAEN3Ur1q/qh69LBbBU0mkYL0VvHisYD8gjWWz3bRLN5u4OymEkN/hxYMiXv0x3vw3btsctPXBwOO9GWbm+bHgGmz72yptbG5t75R3K3v7B4dH1eOTro4SRVmHRiJSfZ9oJrhkHeAgWD9WjIS+YD1/ejv3ezOmNI/kA6Qx80IyljzglICRvMGEQJbmj5nLvXxYrdl1ewG8TpyC1FCB9rD6NRhFNAmZBCqI1q5jx+BlRAGnguWVQaJZTOiUjJlrqCQh0162ODrHF0YZ4SBSpiTghfp7IiOh1mnom86QwESvenPxP89NIGh6GZdxAkzS5aIgERgiPE8Aj7hiFERqCKGKm1sxnRBFKJicKiYEZ/XlddK9qjuN+s19o9ZqFnGU0Rk6R5fIQdeohe5QG3UQRU/oGb2iN2tmvVjv1seytWQVM6foD6zPH2VCkn8=</latexit>

ŷ = ⌃n
i=1ŷ

[i]

<latexit sha1_base64="wUtVIYXVcnnqVjh7yRPYagzXEhI=">AAACDnicbVDLSsNAFJ3UV62vqEs3g6XgqiQiWBeFghuXFe0D0jRMppN26GQSZiZCCPkCN/6KGxeKuHXtzr9x2mahrQcuHM65l3vv8WNGpbKsb6O0tr6xuVXeruzs7u0fmIdHXRklApMOjlgk+j6ShFFOOooqRvqxICj0Gen50+uZ33sgQtKI36s0Jm6IxpwGFCOlJc+sDSZIZWkOm3BwR8ch8jLatPMhL/Rh5lA398yqVbfmgKvELkgVFGh75tdgFOEkJFxhhqR0bCtWboaEopiRvDJIJIkRnqIxcTTlKCTSzebv5LCmlREMIqGLKzhXf09kKJQyDX3dGSI1kcveTPzPcxIVNNyM8jhRhOPFoiBhUEVwlg0cUUGwYqkmCAuqb4V4ggTCSidY0SHYyy+vku553b6oX91eVFuNIo4yOAGn4AzY4BK0wA1ogw7A4BE8g1fwZjwZL8a78bFoLRnFzDH4A+PzB4r+nG4=</latexit>

Qh1iQh2i
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Figure 6: The Global-local Model for Similarity Join
cardinality of query j on all data segments, and maxi card{j }[i]

is the maximal cardinality of query j on all data segments. L(θ )
is the likelihood given true labels. J(θ ) is the loss function, and
minimizing J(θ ) is equivalent to maximizing L(θ ).

Model Training (Algorithm 2). The global-local model training

has two phases. Phase 1 trains a local regression model for each

data segment, which is similar to Algorithm 1 and is thus omitted

here. Phase 2 is to train a global discriminative model on all the

data segments, which is given in Algorithm 2. It rst loops over

the number of epochs (lines 1–6). For the inner loop (lines 2-6), it

rst gets the mini-batch (line 3), performs forward-propagation

to compute the estimate (line 4), computes the loss comparing

output probability and the label (line 5), and then runs backward-

propagation to update the model parameters (line 6).

4 SUPPORTING SIMILARITY JOINS
Similar to Figure 5, we also employ a global-local framework for

similarity join, as shown in Figure 6. The key dierence for similar-

ity join is, each local-model computes one embedding zQ for all the

queries that will be evaluated on this local-model, not for a single

query zq . The queries that will be evaluated on which local-models

are decided by the global-mode, as discussed below.

Note that we will also use Figure 6 as a running example,

for which we assume the query set Q contains four queries

{Q 〈1〉,Q 〈2〉,Q 〈3〉,Q 〈4〉} and the dataset D is divided into four data

segments {D[1],D[2],D[3],D[4]}.

Global-Model.Given a setQ of query objects with each associated

with a threshold τ over a datasetD, the global-modelG rst predicts

a binary indicating vector for each query q ∈ Q , indicating those

data segments that may contain objects similar to q relative to τ .

That is, the global-modelG will output a 2-dimensional indicating
matrixM . For example, the 1st row (1, 0, 0, 1) ofM in Figure 6 means

that D[1] and D[4] may contain data objects that are similar toQ 〈1〉 .
The meaning of the other rows inM is similar.

Mask-based Routing. Next, we transpose M as MT
, then each

row inMT
acts as a mask, indicating which queries will be routed

to which data segments. The mask is to remove queries with zero

cardinality, so as to improve both eciency and eectiveness.

Local-Model. For each local model, the masked queries will be

removed. For example, the rst row (1, 1, 0, 0) inMT
indicates that

queries Q 〈1〉 and Q 〈2〉 will be estimated on local model 1 relative

to D[1], and similar for the other rows.

Query Set Embedding.We also need to modify the local-model

such that the output module runs only once for a query set. To this

end, we add a Sum Pooling layer between the output module and

the query embedding module, which will combine multiple query

embeddings into one embedding. This method has three advantages:

(1) It is fast and small because there is no extra parameters being

added. (2) It can easily generalize both the size and distribution of

the join query set by sum pooling layer. (3) Experiments show that

the modied model can be easily transferred from original model

by training on a few samples and by only 2-3 iterations.

The estimated cardinality of the query setQ , relative to threshold

τ and dataset D, is the sum all estimation from all local-models,

shown at the bottom of Figure 6.

5 IMPLEMENTATION DETAILS
5.1 Details of DNN Models (Figure 7)

Query Embedding Network (E1, E4). Given a query feature vec-

tor xq and its segments x
(1)
q , . . . , x

(m)
q , we adopt convolutional neu-

ral network (CNN) to learn distribution function of segments f ()
and combining function д(). Each convolutional layer contains one

kernel lter and a pooling layer (omitted on the graph) that act like

a distance density function adaptive to all the inputs segments. The

rst layer is to learn the function f () of the distance aware distribu-
tions of query segments. The following layers learn the distribution

progressively, with the last layer outputting the distribution for the

entire query, i.e., the learned function д().

Threshold Embedding Network (E2, E5). The threshold τ needs

to be transformed to an embedding vector, for which we use a mul-

tilayer perceptron (MLP) with one hidden layer. In particular, for

guaranteeing the monotonicity, we need to enforce all the weights

in the threshold embedding to be positive to make the latent em-

bedding monotonic with the threshold.

Distance Embedding Network (E3, E6). We need to have a fea-

ture vector xD (resp. xC ) for E3 (resp. E6), to calculate the distances
between k data points and the query. The dierence is, for E3, these
k data points are data samples [28, 45]; for E6, these k data points

are the centroids of all data segments.

For E6, we use centroids because data objects in the same data

segment are relatively concentrated. If a query is “similar” to the

centroid (i.e., the mean center of the segment) of some data segment,

then it is likely that the query will be also similar to other objects
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in the same data segment. Otherwise, this query is less likely to be

similar to objects in that segment. Using distances to centroids could

increase the generality of the model, because we could compute

the distance upper bound between a query and a data object in a

data segment. This can be done by using triangle inequality on the

distance of the query to the centroid, and this segment’s radius.

In both cases, we use a MLP with two hidden layers. The reason

to use two hidden layers, instead of one hidden layer, is to trade-o

between size and eciency. For each layer, we use ReLU [41] as

the activation function.

Cardinality Estimation Output Network (F ). So far, query em-

bedding, distances embedding, and threshold embedding have been

calculated and we use another dense layer and a linear layer (i.e., no

ReLU activation) to transform them into the estimated cardinality.

Global Model for Local Model Selection Network (G). It is to
output the probability of each data segment that contains objects

similar to a given query. The added learnable threshold before the

Sigmoid activator makes the output probability monotonic with

the original threshold. The reason why we output the probability

before discriminating it as 0 or 1 is that discriminative operation is

non-derivable.

Global DiscriminativeModule. The probability from theOutput
module has considered both the query and the threshold. Hence, this
module aims to discretize the probability of each data segment to 0

or 1 simply by a const value (e.g., 0.5), where probability above the

value means 1, and otherwise 0. This module is only for measuring

the model and select data segments but is not involved in model

training, hence is not shown in Figure 7.

5.2 Selecting Hyperparameters for Query
Embedding Network of Local Models

Hyperparameters of CNN have an impact on performance of local

regression model signicantly, but dierent datasets and hundreds

of data segments make hyperparameters selection very hard.

Algorithm 3: Greedy Hyperparameters Tuning

Input: Qtrain is the training set, card is the true cardinality of each

query on current local model.

Output: Return the conguredmodel
Strain ← RandomSample(Qtrain, card, 1000);1

Svalidate ← RandomSample(Qtrain, card, 200);2

Θf ul l=GetCongs();3

Θinit=RandomSample(Θf ul l , 3);4

model← ∅, error←∞;5

θ , error ′ ← SelectBestFrom(Θinit , model, Strain, Svalidate);6

while er ror−er ror ′
er ror ≥ 0.02 do7

error ← error ′,error ′′ ← error ′,error ′ ←∞;8

while er ror ′−er ror ′′
er ror ′ ≥ 0.02 do9

error ′ ← error ′′;10

θ , error ′′ ← Update(θ , model, Strain, Svalidate, error ′);11

model← Append(θ , model);12

θ , error ′ ← SelectBestFrom(Θinit , model, Strain, Svalidate);13

return model;14

In this section, we propose an ecient automatic hyperparam-

eter tuning method for query embedding module in local models,

because it is the most complicated part. We rst show all the tunable

hyperparameters. We then give a denition of the hyperparameter

optimization. Afterwards, we will present a greedy optimization

algorithm and reduce the search space for improving performance.

Hyperparameters. We select some key hyperparameters for tun-

ing, including number of channels (θch ), kernel size (θker ), kernel
stride (θstr i ), padding size (θpad ), Pooling size (θpker ) and Pool-

ing function (θop ). We denote conguration of each layer in query

embedding module as a tuple and each layer contains 6 tunable

hyperparameters, it can be formulated as the following:

Θ =
{
θch , θker , θstr i , θpad , θpker , θop

}
θker , θstr i , θpad , θpker , θch ∈ N

+

θop ∈ {MAX, AVG, SUM}

where N+ is the positive integer set.



id Method Embed Auto-tuning Framework Opt Data Segment
1 QES CNN No Local Select No

2 Local+ CNN Yes Local Select Yes

3 GL-MLP MLP No Global-Local Select Yes

4 GL-CNN CNN No Global-Local Select Yes

5 GL+ CNN Yes Global-Local Select Yes

6 CardNet VAE No Local Select No

7 Sampling - No - Select No

8 Kernel-based - No - Select No

9 MLP MLP No Local Select No

10 SimSelect - - - Select -

11 CNNJoin CNN No Local Join No

12 GLJoin MLP No Global-Local Join Yes

13 GLJoin+ CNN Yes Global-Local Join Yes

Table 2: Tested Algorithms

Problem Formulation. Given a local data segment Di , the op-

timization objective is to minimize the validation error of esti-

mated cardinalities, and can be formulated as: Θ̂ = arдminΘ J(Θ),
where J(Θ) is the loss function dened in Section 5.1 on valida-

tion queries, however, the hyperparameters (structure of query

embedding module) are variables in this Section.

Greedy Solution. In order to avoid too many times model train-

ing for trial, we propose a greedy solution for each data segment,

as given in Algorithm 3. We rst obtain a subset of training and

validating data by random sampling (lines 1-2), and all the trials are

conducted on this subset. We then randomly select 3 congurations

from the range of hyperparameters (lines 3-4) for cold start (the

range is shown in next part). We continuously select the optimal

hyperparameters for a new layer and put it on the model until the

error does not decrease any more (lines 6-13). In each layer, we

start from the best one of the 3 congurations, and update (line 11)

all 6 hyperparameters mentioned above in turn until convergence.

Finally, we return the optimal hyperparameter conguration of

query embedding module (line 14).

5.3 Supporting Data Updates
GL+ model supports incremental learning for updates because GL+
is highly modular. More specically, each data point of the dataset

belongs to only one cluster. If several data points is inserted/deleted

in an operation, we rst distribute these data points to the nearest

clusters according to the distances with centroids, and then update

query labels in clusters and incrementally train local models and

the global model.

6 EXPERIMENTS

Datasets. The statistics of all used datasets are shown in Table 3,

similar to a related work [53]. BMS [5] contains product entries.

ImageNET [7] contains one-hot vectors of images preprocessed by

HashNet [11]. GloVe300 [2] contains 300-dimension distributed rep-

resentations of words. YouTube [6] contains raw face images from

YouTube videos. Aminer [4] and DBLP [1] contain binary vectors

transformed from publication titles by using the method proposed

in [53]. Metrics in Table 3 show the raw distance metric of datasets,

and the Jaccard and Edit distance have been transformed to Ham-

ming distance by the methods proposed in [3, 53].

Dataset Dimension #Data #Training #Testing Metric τmax
BMS 512 515,597 8,000 2,000 Jaccard 0.50

GloVe300 300 1,917,494 8,000 2,000 Angular 0.60

ImageNET 64 1,431,167 8,000 2,000 Hamming 0.90

Aminer 2,943 1,712,433 4,000 1,000 Edit 0.05

YouTube 1,770 346,194 2,400 600 Euclidean 0.15

DBLP 5,373 1,000,000 2,400 600 Edit 0.20

Table 3: Datasets

Algorithms for similarity search (Table 2).
[Our methods (rows 1-5).] (1) QES uses CNNs for query segmentation

(Section 5.1). (2) Local+ adopts data segmentation but removing

the global model (i.e., only local models) in Figure 1, and it em-

ploys automatic hyperparameter selection for each local model

(Section 5.2). (3) GL-MLP uses data segmentation but without us-

ing query segmentation, i.e., using MLP for query embedding. (4)

GL-CNN uses both query segmentation and data segmentation. (5)

GL+ improves GL-CNN by using the hyperparameter tuning algo-

rithm in Section 5.2. In addition, methods 2–4 use a penalty in

global loss to avoid missing data segments with large cardinalities.

[Competitors (rows 6-10).] (6) CardNet is the state-of-the-art method

proposed in a SIGMOD 2020 paper [53]
‡
. (7) Sampling is a

sampling-based method. We test on 1% random samples, 10% ran-

dom samples and samples with the same size with GL+ model. For

a query, we calculate the results on the samples and estimate the

cardinality by the sample ratios. (8) Kernel-based method models

distance density distribution for each sample by Gaussian function,

and estimates cardinality of a query as sum of cumulative den-

sity of all samples. (9) DL-based MLP uses fully connected NNs for

query/distance/threshold embeddings. (10) SimSelect is a state-of-

the-art exact threshold-based similarity search methods [44], which

can return the exact results with an ecient index.

Algorithms for similarity join. Beside Sampling-based ap-

proaches, SimSelect, and CardNet, we also compare dierent vari-

ants of our proposal, as discussed below.

(11) CNNJoin uses a sum pooling for combining all segmented query

embeddings, but does not use data segmentation. (12) GLJoin does

not perform query segmentation, but adopts data segmentation. (13)

GLJoin+ uses both query and data segmentation. It also uses the

same tuned hyperparameters as used by GL+. We also use estimation

methods of similarity search as baselines for join estimates.

Query Selection. We randomly select a set of points in dataset

as similarity search queries Q , and divide it into Qtrain (80%) and

Qtest (20%). For each q in Qtrain , we uniformly generate 10 thresh-

olds from range [0, τmax ] by selectivities just as paper [53] does

(where τmax is the maximal threshold we support for a realistic

similarity search query). In order to show the generalizability of our

methods, for each q inQtest , we generate 10 thresholds from range

[0, τmax ] according to geometrical distribution of selectivities (more

queries with lower selectivity). Typically, both training and testing

queries have selectivities less than 1% of size of dataset (in line with

conventions of many similarity search researches [34, 44, 58]). For

each training join set, we rst select the size N from range [1, 100),

and then select N queries from Qtrain. We also evenly select 10

thresholds from the threshold range. For testing, we generate three

‡
Code was obtained from the authors.
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types of join sets according to the ranges of set size which are

[50, 100), [100, 150), and [150, 200), respectively. For each testing

join set, we randomly select 10 thresholds from the threshold range.

Implementation. Our experiments are conducted on 40 cores

of Intel(R) Xeon(R) CPU E5-2630v4@2.20GHz, and 128 Gigabytes

memory. The DL models are trained in PyTorch 1.0.1, and then

we copy parameters of model to a C++ implementation for testing.

Baselines (e.g., Sampling) are implemented in C++ and use parallel

computing to optimize the eciency.

Default settings. All methods add the penalty to loss functions,

and we will compare with not using penalty in Exp-6. The default

number of training queries is given in Table 3, and we will vary the

training sizes in Exp-7. The default numbers of data segments for

these datasets are 100, and we will vary these numbers in Exp-8.

6.1 Evaluation for Similarity Search
Table 4 shows the results of dierent methods on all testing datasets.

The best results are highlighted in bold font. The Mean is the av-

erage error, Median is the median error, and 90th/95th/99th is the

error larger than 90%/95%/99% of all errors.

Exp-1. [Non-DL (Sampling (1%) and Kernel-based) vs. DL (MLP).]
Model in MLP method is very small, and thus we compare it with

baselines based on small samples. Table 4 tells us that: (i) For mean

Q-errors, MLP outperforms traditional methods on most datasets,

because Sampling suers from 0-tuple problem and Kernel-based
cannot t the distance distribution well. (ii) On some datasets

(e.g.,Aminer), Sampling (1%) and Kernel-based outperform MLP
with median and maxQ-error because sampling-based methods can

accurately estimate queries with higher cardinalities(e.g., 10,000).

(iii) MLP often produces largest max Q-errors because the general-
ity of MLP for very high-dimensional data is worse (e.g., DBLP is

5373-dimension and YouTube is 1770-dimension).

Exp-2. [Sampling (10% and equal) vs. GL+.] Because the accuracy
of sample-based methods increases with the sample size increases,

we extend the sample size to the size of GL+ model and 10%, and

compare the accuracy of Sampling and GL+. For Q-error, Table 4
shows that GL+ can outperform Sampling (equal) by one order of

magnitude, and is comparable with Sampling (10%).

Exp-3. [No Query Segmentation (MLP and CardNet) vs. Query Seg-

mentation (QES).] Table 4 shows that QES outperforms MLP by nearly
40% on mean error of BMS, more than 50% on mean and median

error of GloVe300 and ImageNet, nearly 40% on Q-errors of Aminer
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and 30% on YouTube. QES also outperforms CardNet on mean error

of all datasets. Figure 8 compares them using error metric MAPE,

which shows that QES also outperforms MLP and CardNet on all the

datasets, because CNN can catch distance density distribution of

segments better, and brings better generality.

Exp-4. [No Data Segmentation (QES and CardNet) vs. Data Segmen-

tation (GL-MLP and GL-CNN).] Table 4 shows that segment data and

train a local model for each segment bring signicantly accuracy

enhancement on all datasets. For Q-errors, GL-CNN outperforms

QES, MLP and CardNet, and it produces only 1.83 mean error and

1.27 median error on Aminer which is more than 3 times better

than QES. In addition, Figure 8 evaluates using MAPE, which shows

consistent results with the observation from Table 4.

Exp-5. [Same Conguration (QES, GL-MLP, GL-CNN) vs. Automatic

Local Hyperparameter Tuning (GL+).] Table 4 is for Q-errors and
Figure 8 is for MAPE. They tell us that GL+ has the best accuracy
on all metrics for all datasets. For Q-errors, GL+ reduces the mean

error on GloVe300, ImageNet, Aminer and DBLP below 1.6. On BMS,
GL+ improves mean accuracy by about 30% comparing to GL-CNN.
For MAPE, GL+ reduces the error to 0.17 on DBLP, which is very

accurate, because local hyperparameter tuning can make the query

embedding module adaptive to each local distribution.

Exp-6. [No Penalty vs. With Penalty.] Note that, all methods use

penalty in loss function by default. This group of experiment is

to study what if we remove penalty for these methods, shown

in Figure 9. It tells us that adding a penalty to loss function of

global model training can reduce the cardinality missing by global.

In particular, the cardinality missing is reduced by around 100%

on BMS, 90% on GloVe300, and nearly 4 times on DBLP, because
loss function with penalty can avoid missing data segments with

large cardinalities. Moreover, the judiciously designed loss function

makes the global index model very accurate, and thus the accuracy

of GL+ is similar to that of Local+ according to Table 4 and Figure 8.



Dataset Method Mean Median 90th 95th 99th Max

BMS

GL+ 2.34 1.09 2.47 4.32 19.7 111

Local+ 2.37 1.05 2.51 4.36 18.4 98.3
Sampling (10%) 5.18 1.83 11.2 17.4 55.0 165

GL-CNN 3.50 2.42 8.21 10.6 15.7 291

GL-MLP 4.41 3.02 9.78 12.8 19.7 439

QES 7.27 5.05 16.5 21.6 32.2 644

CardNet 12.4 5.16 31.3 48.8 99.1 335

MLP 11.2 8.03 36.8 47.7 71.0 700

Kernel-based 12.8 8.81 29.7 39.2 59.5 135

Sampling (equal) 12.3 7.0 31.0 41.0 74.0 111

Sampling (1%) 19.6 13.0 55.0 66.9 74.0 200

GloVe300

GL+ 1.45 1.11 3.39 5.84 19.2 210

Local+ 1.51 1.29 3.44 6.05 18.8 241

Sampling (10%) 1.67 1.20 1.86 2.36 20.0 35.0
GL-CNN 2.11 1.46 4.79 6.39 9.60 166

GL-MLP 2.20 1.53 5.04 6.62 10.2 208

QES 3.57 2.46 8.37 10.7 16.1 341

CardNet 4.78 2.20 8.71 14.0 40.2 1099

MLP 7.29 5.07 16.7 21.8 33.2 753

Kernel-based 15.1 10.6 35.2 45.4 67.8 148

Sampling (equal) 27.9 4.74 84.0 113 204 274

Sampling (1%) 25.7 3.88 63.0 113 152 274

ImageNET

GL+ 1.31 1.04 2.0 2.23 4.36 45.0

Local+ 1.35 1.14 2.11 3.13 4.12 52.3

Sampling (10%) 2.12 1.57 2.73 3.43 15.0 26.0
GL-CNN 1.62 1.12 3.73 4.89 7.55 71.5

GL-MLP 1.96 1.35 4.55 5.90 8.74 142

QES 2.45 1.71 5.67 7.41 11.1 222

CardNet 3.07 2.0 6.02 8.48 16.4 89.4

MLP 5.43 3.78 12.4 16.0 24.9 442

Kernel-based 11.6 8.15 26.7 34.7 52.4 155

Sampling (equal) 8.78 2.23 26.0 35.0 85.0 114

Sampling (1%) 22.0 6.40 63.0 85.0 152 204

Dataset Method Mean Median 90th 95th 99th Max

Aminer

GL+ 1.54 1.07 2.05 2.98 7.79 152

Local+ 1.61 1.12 2.36 3.01 6.46 321

Sampling (10%) 2.41 1.72 3.90 5.26 14.2 31.0
GL-CNN 1.83 1.27 4.21 5.39 8.38 154

GL-MLP 3.09 2.14 7.10 9.18 14.2 290

QES 5.22 3.63 11.9 15.4 24.4 541

CardNet 5.45 2.05 7.59 12.9 43.1 3526

MLP 8.39 5.80 19.4 25.1 38.6 780

Kernel-based 9.85 6.91 22.6 28.7 44.6 117

Sampling (equal) 66.5 42.0 182 245 245 245

Sampling (1%) 19.5 4.20 56.0 75.0 136 245

YouTube

GL+ 1.69 1.04 2.29 3.93 13.3 98.7

Local+ 1.70 1.12 2.55 5.78 12.1 58.5

Sampling (10%) 3.82 1.90 9.0 12.0 21.1 50.0
GL-CNN 2.52 1.74 5.88 7.59 11.2 241

GL-MLP 4.12 2.88 9.57 12.3 18.8 394

QES 6.65 4.68 15.3 19.9 29.4 801

CardNet 13.2 5.47 29.4 54.8 126 205

MLP 9.82 5.13 34.5 45.0 67.3 1191

Kernel-based 10.8 7.50 25.1 32.3 49.5 102

Sampling (equal) 14.9 9.0 37.0 50.0 50.0 50.0
Sampling (1%) 15.4 9.0 37.0 50.0 50.0 50.0

DBLP

GL+ 1.49 1.05 2.31 2.88 9.22 102

Local+ 1.52 1.16 2.55 3.62 7.13 156

Sampling (10%) 2.16 1.86 4.0 4.42 7.0 21.0
GL-CNN 2.01 1.38 4.64 6.01 9.32 196

GL-MLP 3.20 2.23 7.25 9.60 15.2 298

QES 4.61 3.19 10.6 13.8 21.2 425

CardNet 4.59 2.01 9.33 20.1 51.3 474

MLP 4.77 3.12 14.2 26.4 38.9 1047

Kernel-based 5.63 3.87 12.9 16.8 26.0 54.2

Sampling (equal) 34.2 10.5 128 128 234 234

Sampling (1%) 9.15 4.0 21.0 38.0 70.0 70.0

Table 4: Test Errors for Similarity Search

1 50 100 150 200
#Data Segments

1

2

3

4

5

6

7

Q-
er
ro
r

BMS
GloVe300
ImageNet
Aminer
Youtube
DBLP

Figure 11: Mean Errors of Varying #-Data Segments

Exp-7. [Varying Training Sizes.] Figure 10 shows how Q-error
decreases with training size increasing of methods GL+, GL-MLP
and QES on BMS and ImageNet. We don’t show the results for other

datasets because they have similar results and the space is limited. It

tells us that increasing training size can increase the accuracy of all

three learning-based methods. The accuracy of QES increases dras-

tically when training size increases from 500 to 4000, the accuracy

GL-CNN increases drastically when training size increases from 500

to 3000, and GL+ increases drastically when training size increases

from 500 to 1000. Also, the smaller training size is, the more GL+
outperforms other two methods. The reason is that more training

Model BMS GloVe300 ImageNET Aminer YouTube DBLP

Sampling (1%) 12.7 27.7 3.66 243 24.5 239

MLP 4.11 3.09 3.21 9.01 8.23 15.3

QES 0.25 0.17 0.18 0.41 0.35 0.58

CardNet 38.8 35.3 16.2 54.5 52.8 55.1

GL-MLP 111 106 101 176 171 203

GL-CNN 29.2 21.3 7.32 35.6 32.1 55.6

GL+ 28.3 22.1 7.51 34.2 30.7 50.1

GLJoin+ 30.1 21.5 9.04 35.9 31.8 59.1

Table 5: Model Size Comparison (MB)

queries can reveal more distribution details from more perspec-

tives, and segmentation-based method with CNN query embedding

increases the ability of catching proper distance distribution with

limited training queries.

Exp-8. [Varying #-Data Segmentations.] Figure 11 depicts how Q-
error decreases with data segments increasing of method GL+ on all

datasets. It shows that mean Q-errors reduce drastically when data

segments number increases from 1 to 100, and errors are reduced

by nearly 7 times on YouTube and 4 times on BMS. The main reason

is that local models can learn more details on smaller clusters.

Exp-9. [Estimation Time.] Table 6 shows the average time of esti-

mating cardinality for a similarity search query of dierent methods

on all datasets. It shows that traditional methods Sampling and



Model BMS GloVe300 ImageNET Aminer YouTube DBLP

SimSelect 3.96 12.1 5.22 5.87 12.5 18.6

Kernel-based 10.3 15.1 6.43 125 21.3 138

Sampling (10%) 30.9 70.1 10.5 587 69.5 598

Sampling (equal) 6.78 6.77 2.31 9.56 3.26 2.55

Sampling (1%) 3.21 7.23 1.12 61.4 7.46 61.5

CardNet 0.36 0.18 0.13 0.68 0.62 0.73

Local+ 1.46 1.12 0.79 5.12 2.55 3.24

GL-MLP 0.51 0.65 0.28 3.43 2.35 3.69

GL-CNN 0.35 0.21 0.15 0.81 0.49 0.55

GL+ 0.33 0.22 0.13 0.80 0.53 0.57

MLP 0.14 0.11 0.046 0.18 0.15 0.27

QES 0.015 0.012 0.007 0.042 0.021 0.032

Table 6: Avg. Latency for Similarity Search (milliseconds)
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Figure 12: Join Errors with Query Set Size
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Figure 13: Avg. Latency for Similarity Join (query size = 200)
Kernel-based are much slower than our methods. For example, on

dataset GloVe300, our methods outperform traditional approaches

by nearly 1 order of magnitude. The reasons are three folds. (i) Our

model is very small, we can see from table 5 that GL+ model is even

smaller than 1% samples on datasets GloVe300, Aminer and DBLP. (ii)
Only a part of parameters participate the estimation for a query be-

cause of the global index for GL+ or the dropout for DNN. (iii) Neural
network is mainly composed of matrix multiplications, and can

utilize hardware eciently. However, Sampling methods conduct

lots of online high-dimension distance computing. For traditional

methods, Sampling is faster because Kernel-based needs an extra

Gaussian process for each sample when estimating cardinality. It

also tells us that GL+ outperforms Local+ by 5 times on all datasets,

because for queries with low selectivities, only several local models

need to be evaluated with the help of the global selection model.

We can also see than GL+ is much faster than SimSelect.

Exp-10. [Training and Query Construction Time.] Figure 14 shows

the training time and query construction time of learning-based

estimation methods on dierent datasets. We can see several facts.

First, the overhead of training query construction time is non-

negligible because the construction computes the distances between

all pairs of datasets and queries, and thus it’s necessary to constraint

the amount of training queries. Second, GL+ takes 2 times more
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Figure 15: Incremental Training (GloVe300)

overhead for training than CardNet because GL+ has to train 50-100

light-weighted local models separately. This is a trade-o to pay

for oine training get better online evaluation accuracy. Oine

training is done once and we can support incremental training

for data updates. Third, GLJoin+ takes the longest training time

because a join query may contain hundreds of vectors. Last, MLP
and QES are very fast for training but they suer from bad accuracy.

We didn’t include the data clustering time, because it takes less

than 1 minute, which is negligible compared with the training time.

Exp-11. [Data Updates.] We incrementally inserted 2K new records

on GloVe300 by 200 update operations each with 10 records. After

each update, we update the labels for 8K queries and incrementally

train the existing model, which takes 1-3 minutes, while a retraining

from scratch takes several hours. We compared the Q-error of
incremental training with error before updates. Figure 15 tells us

that incremental learning can constantly keep high accuracy of the

estimation model with hundreds of update operations.

6.2 Evaluation for Similarity Join

Exp-12. [Accuracy.] The comparison of cardinality estimation

methods for similarity join is shown in Table 7. It shows that meth-

ods with data segmentation still do a good job in accuracy. Com-

paring with Q-errors in Table 4, grouping query embeddings in

a join set together by sum pooling brings a better accuracy than

single estimates. The reason is that sum pooling can keep most

of the informations of single queries. It also tells us that model

with data and query segmentation is still the best. For example,

GLJoin+ outperforms small samples by 1-2 orders of magnitude on

BMS, GloVe300, YouTube and DBLP, and GLJoin+ also outperforms

CardNet by 2-8 times.

Figure 12 shows the Q-errors and MAPEs of methods GL+ for

dierent sizes of join query sets. We observe that on both Q-error
andMAPE, sum-pooling based join query embedding can generalize

to dierent join query sizes, the performance decay for grouping

100-200 queries is still moderate and reasonable. The reason is



Dataset Method Mean Median 90th 95th 99th Max

BMS

GLJoin+ 1.87 1.31 4.31 5.51 8.55 174

GL+ 2.01 1.36 4.59 6.12 9.34 205

Sampling (10%) 3.99 2.18 8.46 13.5 23.1 37.0
GLJoin 2.51 1.72 5.78 7.56 11.5 265

CNNJoin 5.63 3.90 12.9 16.9 26.2 508

CardNet 8.35 5.88 19.1 25.2 37.2 857

Sampling (equal) 19.3 2.50 15.2 40.9 302 451

Sampling (1%) 144 3.86 451 800 1505 2701

GloVe300

GLJoin+ 1.22 1.02 1.83 3.70 5.62 119

GL+ 1.36 1.03 2.14 4.08 6.23 131

Sampling (10%) 1.18 1.13 1.38 1.46 1.69 2.06
GLJoin 1.86 1.30 4.28 5.48 8.22 170

CNNJoin 4.34 3.02 9.94 12.6 19.8 457

CardNet 4.22 2.92 9.81 12.5 19.0 348

Sampling (equal) 20.6 1.39 96.0 171 231 416

Sampling (1%) 22.4 1.56 96.0 128 231 311

ImageNET

GLJoin+ 1.31 1.03 2.91 3.79 6.02 134

GL+ 1.32 1.02 3.03 3.98 5.91 117

Sampling (10%) 1.67 1.64 2.06 2.21 2.40 3.09
GLJoin 2.15 1.47 4.95 6.44 10.0 192

CNNJoin 7.39 5.15 16.9 21.9 34.9 727

CardNet 3.09 2.11 7.23 9.28 14.0 274

Sampling (equal) 5.57 1.73 3.04 5.67 96.2 126

Sampling (1%) 7.38 1.73 2.90 71.0 96.2 171

Dataset Method Mean Median 90th 95th 99th Max

Aminer

GLJoin+ 1.42 1.08 3.26 4.16 6.26 121

GL+ 1.70 1.18 3.95 5.10 7.94 171

Sampling (10%) 2.06 1.90 2.90 3.35 4.57 5.12
GLJoin 2.02 1.40 4.66 5.94 9.25 193

CNNJoin 6.58 4.67 15.2 19.6 30.5 788

CardNet 5.16 3.55 11.7 15.2 24.3 766

Sampling (equal) 124 7.77 371 501 909 1221

Sampling (1%) 5.96 1.94 3.98 5.21 86.2 151

YouTube

GLJoin+ 1.54 1.06 3.59 4.67 7.01 126

GL+ 1.61 1.12 3.73 4.87 7.39 122

Sampling (10%) 1.82 1.32 1.95 2.46 16.0 31.0
GLJoin 2.23 1.54 5.19 6.71 10.3 216

CNNJoin 6.54 4.47 15.3 19.9 29.9 628

CardNet 9.98 6.91 23.1 29.9 44.7 943

Sampling (equal) 15.6 2.38 41.0 56.0 101 136

Sampling (1%) 31.9 16.0 101 136 246 246

DBLP

GLJoin+ 1.31 1.06 2.95 3.96 6.13 123

GL+ 1.43 1.07 3.01 4.25 6.89 111

Sampling (10%) 2.51 1.37 6.0 6.0 16.0 16.0
GLJoin 1.98 1.35 4.54 5.92 9.14 268

CNNJoin 4.54 3.12 10.5 13.6 20.7 389

CardNet 5.14 3.62 11.7 15.2 24.1 502

Sampling (equal) 221 56.0 636 1166 1166 1166

Sampling (1%) 12.9 3.11 31.0 56.0 186 186

Table 7: Test Errors for Similarity Join (size ∈ [50, 100))

that sum pooling can incorporate the number of queries in the

aggregated embedding.

Exp-13. [Batch Embedding vs. Single Embedding.] Figure 13 shows

the latency of average estimating cardinalities for a join set with

200 queries. We observe that batch evaluation in GLJoin+ is much

faster than evaluation for each query in GL+, and less layers in

query embedding layer and lower dimensionality of query makes

the superioritymore obvious. Sampling (10%) is the slowest because
the sample size is too large. On DBLP, 10% means 100,000 samples,

and we should conduct 100, 000 × 200 distance computations for

each join query on 5,373 dimensions.

7 RELATEDWORK

Learning-based Cardinality Estimation for Exact Queries.
Malik et al [36] rst classify queries according to the query struc-

ture (join condition, attributes in predicates etc.), and then train a

model on the values of the predicates. [28] trains a multi-set con-

volutional network on queries. [42] proposes a vision of training

representation for the join tree with reinforcement learning. [21, 55]

propose deep likelihood models to capture the data distribution

of multiple attributes and estimates the cardinality of conjunctive

queries. [45] proposes an end-to-end learning-based cardinality

and cost estimator. [43] proposes a selectivity estimation method

by using uniform mixture model. However, these methods only

support exact range queries[13, 14, 24, 31–33, 51, 56, 57] and cannot

support distance-aware similarity queries because cardinalities of

similarity queries are related to both query vector and distance

threshold. Also, similarity queries do not follow the transitivity

property [59, 60].

Cardinality Estimation for Similarity Queries. [37] proposes

a kernel-based method to estimate the cardinality for a similarity

query, and they use Gaussian functions as the kernel function, and

take the sum of cumulated probability of all kernel functions on

samples as the cardinality. However, the kernel-based method still

relies on samples, and suers from 0-tuple problemwith sparse data

space. The methods [8, 9] rst cluster all the existing queries and

nd a representative query (a.k.a., a “query prototype” or prototype

for short) for adjacent queries. They then build threshold-based

linear model on each prototype. For an unknown query, they project

it to prototypes, collect cardinalities, and use weighted sum as the

estimated cardinality. They show good result on low-dimension

(≤ 10) datasets, but on high-dimension datasets, it’s hard to nd

prototypes and learn cardinalities by using a simple linear model.

Data Clustering. Unsupervised Hash-based methods transform

high dimensional data or non-metric data into a short hash code [19,

49], where data with the same hash code will be put into the same

bucket, and search nearest neighbors from several adjacent buckets.

Hash-based methods include Local Sensitive Hashing [17, 20, 25, 34,

35, 48, 50, 58], Learning to Hash [22, 52, 54] and quantization-based

methods [18, 23]. Traditional methods like K-means are often used

to cluster data in low dimensionality. While for high dimensional

data, K-means can be used for subspace of data [38], or dimension

reduced data via methods like PCA [16].

8 CONCLUSION
In this paper, we have studied the feasibility of applying deep learn-

ing based methods on cardinality estimation for similarity queries.

We have proposed two novel methods to improve the accuracy

and to reduce the number of training data for similarity search

query segmentation and data segmentation, and use a global-local

framework to support both similarity search and similarity join. We

have conducted extensive experiments to show that our proposed

methods can signicantly outperform existing solutions.
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